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Abstract 

 

This report discusses the design and implementation of a 2D rigid-body physics engine. This 

engine is to be used as an educational tool to give insight into this kind of simulation systems. 

The software was implemented in the C programming language for reasons of portability and 

performance. 

The report starts by explaining what a physics engines are and what are their uses and moves on 

to a primer on physics and the pipeline of a generic physics engine. The design requirements and 

implementation of the system are discussed and evaluated. 

Finally the report concludes with the insight that was gained and possible future improvements. 
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CHAPTER 1  INTRODUCTION  

 

1.1 INTRODUCTION 

 

The laws of physics govern our world. They are what makes our world function in a mostly 

predictable way that is intuitive for us as human beings. We understand intuitively how a thrown 

ball will behave, it allows us to play sports. We understand how a heavy object should react 

differently from a lighter one when dropped, all these intuitive understandings are due to the 

laws of physics. 

For a long time, we have applied physics to simulate events that could not be empirically tested 

such as a rocket lunch or even for entertainment purposes in animation[31]. 

One of the big pushes for physics simulation came from the games industry where there was a 

need for believable worlds that conformed to players expectations of reality. This led to advances 

in physics simulations and the creation of systems to run these simulations, physics engines. This 

project will focus on such a system. 

 

1.2 AN INTRODUCTION TO PHYSICS ENGINES 

Physics in games used to be implemented on an individual basis. Each effect was individually 

coded and could only be used for its intended use. This works fine if we are dealing with small 

simulations where not many objects need to be simulated. For bigger simulations however this 

approach doesn’t scale. 

This is where a Physics Engine come in, a physics engine is a software component that contains 

useful algorithms and functions that can be easily reused. The nature of most of these reusable 

algorithms and functions determines what kind of subset of physical laws the engine can deal 

with and what application the physics engine can have. 

Within these different applications we can identify two categories of physics engines, high-

precision engines and real-time engines. 

High precision engines are used to get the most accurate simulation possible but are 

computationally very expensive. These type of engines are usually used in scientific fields and 

industry but are not suitable for interactive applications. 
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On the other hand we have real-time engines, these engines simulate only what is absolutely 

necessary and get results close enough (but not exactly accurate) to create a believable physical 

simulation. Real-time engines need to be fast enough to be used in interactive applications; most 

commonly they are used in games. 

The focus of real-time engines is usually in the realm of Newtonian Dynamics, and it is on these 

type of real-time applications that this project will focus on. 

 1.3 DIFFERENT TYPES OF REAL-TIME PHYSICS ENGINES 

Differentiating between different types of real-time physics engines is a difficult task, there are 

many different approaches to building physics engines. Engines that achieve the same kind of 

results can be built in radically different ways and using completely different algorithms in their 

inner workings. 

Different applications will also require different capabilities: 

 Fluids 

 Particle Systems 

 Size of the world to simulate 

 

There are however, some general concepts that we can focus on to distinguish between different 

approaches. And most easily qualify the type of engine that this project focuses on. 

1.3.1 TYPES OF OBJECTS BEING SIMULATED 

The types of objects that an engine can simulate largely determine what kinds of applications any 

given engine can have. So we can make a distinction between engines by the way they represent 

the objects in the simulation. Objects can be represented as rigid-body that is each object is a 

solid non-flexing entity (rigid) or they can be represented as a mass-aggregate. A mass-aggregate 

representation models objects as if they were made up of various masses connected to each other, 

for example, a box might be represented as being made up of four masses, one for each vertex, 

connected by rods or springs[2]. 

Mass-aggregate engines are usually easier to develop as we only need consider linear motion, 

since each object is made up of various masses rotation is handled naturally as a result of the 

connections between these different masses. 

The downside to mass-aggregate engines is that they make it hard to model truly “solid” or firm 

objects, objects in a mass-aggregate engine always have a certain flex to it. To model an object 

that is firm like a box would require extra bookkeeping code to correct this flex. While good for 

certain kinds of applications mass-aggregate engines will not be the focus of this project. 
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We will focus on rigid-body engines, while more complex they also provide a better simulation 

with more believable outcomes. 

1.3.2 CONTACT RESOLUTION 

One of the main tasks of a physics engine is to determine what to do once two bodies are 

touching each other. Should contacts come to a rest when touching (a box that is dropped on the 

floor from not too high) or should they bounce and gain in velocity (a ball thrown at a wall). The 

contact resolution is the process of determining how to update these contacts once they are found 

to be in contact. 

One approach is to handle contacts one-by-one resolving them individually, this approach is fast 

and easy to implement, this is called the “iterative approach”. However resolving one contact 

might affect other contacts in a non-realistic manner.  

Another option is the “Jacobian” approach, in this approach the interaction between the contacts 

is calculated. The “Jacobian” is a way of mathematically representing the effects of one contact 

on another[3] , we can then solve this Jacobian to calculate how the contacts will be effected in 

the simulation and solve all contacts simultaneously. This approach creates a more realistic 

simulation at the price of computational cost. In some cases the Jacobian is impossible to solve, 

leading to the need of special purpose code to fall back on[3]. 

This project will focus on the iterative approach, as it leads to a simulation that is believable 

enough and fast-enough for real-time simulations. 

1.3.3 IMPULSES VS FORCES 

Another big distinction we can make is how the engines actually resolves the contacts. In this 

area there are two main areas, force-based engines and impulse-based engines.  

Impulses are instantaneous forces, that is, forces that act in a very short period of time and act to 

change the velocity of a certain object.  

In force-based engines object interactions are modelled by using forces for everything. A box 

resting on the floor receives a downward force from gravity, this same box also receives an 

upward force from the floor in order to stay in place. These forces are constantly affecting the 

box and there is no change to the box’s velocity (that is why it is resting on the floor).  

This force-based approach leads to extraordinarily faithful simulations, after all that is how the 

real-world functions. Unfortunately it also leads to more complex mathematics and usually to the 

use of the “Jacobian” approach described in the previous section. 

The impulse-based approach works by changing an object’s velocity to a calculated amount that 

will resolve the collision. So a box that is resting on the floor is kept there by constantly 



Page | 16  

 

receiving an impulse that will change its velocity enough to keep it at the surface of the floor. 

This impulse-based approach can lead to jitter and unrealistic behaviours if the frame-rate of the 

simulation drops considerably (under 30HZ) however it has the advantage of more simplified 

mathematics. 

We will focus on the impulse-based approach as it is easier to implement while still leading to a 

good simulation. We will describe this approach in more detail in later chapters. 

 

1.4 USES OF REAL-TIME RIGID BODY PHYSICS ENGINES 

The type of physics engine we are focusing on, can be used in different interactive environments 

and for different purposes. 

 Games, to add new layers of realism and interactivity to game mechanics. 

 Teaching purposes, in a teaching environment to introduce concepts in an interactive 

manner. 

The points below explain how different aspects of the engine can serve the purposes listed above. 

 Simulate rigid-bodies under influence of gravity. 

 Detect collisions between different geometric shapes. 

 Buoyancy simulations of bodies. 

 Create destructible buildings in games. 

 Create complex physics driven machines out of different parts. 

 

1.5 THE ENGINE IN THIS PROJECT 

This project will focus on the design and implementation of a real-time, impulse-based two-

dimensional rigid-body physics engine. This engine will be able to simulate Newtonian 

Dynamics in two-dimensions to be used in simulations. 

There are many open-source real-time 2D engines such as Box2D[4], Chipmunk2D[5] and 

MatterJS[6]. These engines are well established and have been in development for quite a long 

time, as such they offer many advanced features. We will detail and analyse this features in the 

next chapter. 

While the engine in this project will not implement all of the more advanced features that these 

engines possess, it will focus on the necessary features to demonstrate the workings of such a 

system. 
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Primarily the engine was designed as an educational tool to explain how such concepts can be 

implemented (simulation of 2D rigid-bodies) and as such much of its design will be constrained 

by it. 

Another differentiating feature is that the engine is designed to be modular and allow for custom 

implementations of different algorithms for different parts of the engine such as collision 

detection or integration of positions.  

1.6 MOTIVATION AND AIM 

A software system such as this is an interesting challenge to tackle, not only from a software 

engineering standpoint but also due to the technical complexity it presents. 

Designed such a system requires a design that will make the system as a whole manageable, 

while allowing it to be powerful enough to extend without many problems. The technical 

complexity of learning algorithms related to different areas such as collision detection and data-

structures for spatial partitioning are a great learning experience. 

The aim of the project is to present in a clear way one approach to building a 2D rigid-body 

physics engine. It is expected that not only the whole system can serve as an educational 

example, but also smaller parts of the system. For example someone that is interested in just 

collision detection could learn how to implement 2D collision detection by just looking at that 

part of the system. 

1.7 OVERVIEW AND STRUCTURE OF REPORT  

 

- Chapter 2: This chapter will review similar physics engines that exist. These engines will be 

compared according to a given criteria and analysed. 

- Chapter 3: This chapter will describe the set of requirements that the engine in this project 

should satisfy.  

- Chapter 4: This chapter will detail the design of the engine, detailing design paradigms used 

and the structure of the engine. 

- Chapter 5: This chapter will describe the implementation. Explaining technologies used for the 

implementation as well as diving deep into the implementation of parts of the engine. 

- Chapter 6: This chapter will review how the testing process was carried out. 

- Chapter 7: This chapter will look at some findings that were discovered doing the making of 

this project, it will also touch upon future improvements. 
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-Appendix A: This appendix serves as a brief primer on the physics involved in a real-time rigid 

body engine. It also briefly introduces the pipeline of a generic physics engine. It can be used as 

reference for any reader not familiar with the topics discussed in the project. 

-Appendix B: This appendix presents a quick-reference to the API of the engine that is needed 

to setup a quick simulation. 

-Appendix C: This appendix serves as a reference to the math library that the engine in this 

project provides. 

-Appendix D: In this appendix, selected parts of the source code are presented. 
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CHAPTER 2 REVIEW OF SIMILAR 

SYSTEMS 

 

2.1 INTRODUCTION 

There are many existing 2D physics engine in development. Most of these are open-source and 

have been in development for many years. This means that they are proven and have been used 

in other applications.  

In order to define a useful set of features for this project, a number of these engines will be 

reviewed and analysed. These engines will be reviewed according to criteria that are relevant to 

the objectives of this project.  

2.1.1 EXISTING PHYSICS ENGINES TO REVIEW 

Box2D/Box2D_Lite 

Box2D is an open-source rigid-body physics engine by Erin Catto[7]. It is written in C++ and 

has been featured in many applications including the hugely successful Angry Birds[8]. It was 

initially released in 2007 and has since been used on various hardware platform including the 

Nintendo DS™ and Wii™ console. Box2D is a proven engine with many advanced features. It 

supports convex polygons and composite bodies among other features. 

A simpler version called Box2D_Lite was designed for educational purposes and contains a 

reduced set of features compared to Box2D. 

Chipmunk2D 

 Chipmunk2D is a very fast and portable 2D rigid-body engine written in C by Scott 

Lembcke[9]. As with Box2D, Chipmunk has been used in many games and different platforms 

including the Sony PSP®. It has also been incorporated in popular game libraries such as 

Cocos2D[10]. Chipmunk also supports multiple shapes attached to a body and callbacks for 

collision detection. 

MatterJS 

MatterJS is a 2D physics engine for the web[11]. It is written in HTML5[12] and JavaScript[13]. 

While not as widely used as the two previous engines, it still contains a lot of the same features 

and some that are not found in the other engines such as, world-state serialization and time-
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scaling (slow-mo). MatterJS also introduces a fresh context as it primarily intended for web 

applications. 

 

2.2 REVIEW CRITERIA 

Coming up with a set of criteria for these physic engines is no easy ordeal. A broad range of 

criteria was chosen taking into account what feature set or usage these engines might have in 

common. Some areas might be virtually impossible to test or compare, as different engines might 

have completely different implementations that achieve the same relative results. Performance 

for example is an extremely difficult criteria to compare, engines might perform well in their 

own demos but a real comparison is only possible with real data in a real application. 

As such, the criteria presented here are not used to compare the engines between each other. 

Instead we have opted to evaluate each engine on its own. Taking into account the following: 

 Physical believability of simulation from an intuitive perspective. 

 Performance that is acceptable to real-time simulations, keeping an update 

rate of at least 30Hz. 

 Ease of use. 

2.2.1 FEATURES 

(C1.1) Broad-phase: The broad-phase algorithms that the engine employs to narrow the number 

of collision checks. 

(C1.2) Narrow-phase Collision Detection: What methods are employed for narrow-phase 

collision detection. 

(C1.3) Dynamics System: What integrator is used in the engine, how many types of friction are 

supported. 

(C1.4) Constraints and Joints: How many different constraints are supported, what type of 

constraints are supported. 

 

2.2.2 PERFORMANCE 

(C2.1) Real-time performance: Can the engine perform well at real-time update speeds, in 

different contexts.  

(C2.2) Reliability: Is the engine stable in different simulations? 
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(C2.3) System Requirements: Does the engine require low minimum specs to run on a system? 

(C2.4) Portability: Can the engine be easily portable to other platforms and hardware. 

 

2.2.3 EASE OF USE/INTEGRATION 

(C3.1) API Reference: How good is the documentation? Is the API to the engine well 

presented? 

(C3.2) Integration Options: How can the engine be integrated into existing projects? Does it 

provide different options? 

(C3.3) Modularity: How modular is the engine? Is it easy to use just certain parts of the engine? 

 

2.2.4 GUI/ TEST ENVIRONMENT 

 

(C4.1) Setup/ Ready to use: How easy is it to setup and use the test environment? 

(C4.2) Tests: How many different tests can we run from the Test Environment? 

(C4.3) Extensibility: How easy is it to implement our own tests? 

 

2.4 ENGINE REVIEW 

All the engines were chosen for being the most in line with the objectives of this project. As 

stated before, the engines were reviewed according to the presented criteria. All tests were 

performed on two systems, a high-spec MSI Laptop running Windows 7 Home Premium 64bit 

and an Intel i7-2.4GHz CPU. The low-spec system is a Lenovo Laptop running Windows 7 

Home Premium 64bit and an Intel i5-2GHz CPU. 

2.4.1 BOX2D 

3.4.1.1 Features 

(C1.1) Broad-phase: Box2D uses a dynamic tree of bounding shapes for its broad-phase 

collision detection. This dynamic tree is basically a huge array of nodes. This makes this data-

structure extremely cache friendly and fast. Using this data-structure makes Box2D extremely 

easy to use with unbounded worlds and lots of objects. 
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(C1.2) Narrow-phase Collision Detection: The narrow-phase collision detection in Box2D uses 

the separating axis theorem making the collision detection solid and accurate. It also supports 

call-backs for certain collision events, making it easy to add custom events for certain collisions. 

Box2D supports all convex polygons and circles and also bodies with multiple shapes. An 

important functionality is continuous collision detection and swept-volumes, these features make 

it easy to detect collisions between extremely fast moving objects (e.g. bullets). 

(C1.3) Dynamics System: The dynamics system in Box2D allows to specify different body 

types such as static bodies (for level geometry) and dynamic bodies. It supports dynamic and 

static friction which adds much value to the realism of the simulation. It also allows for stable 

stacking and sleeping of objects, this means that objects can create staking towers and rest on top 

of each other without any jitter in the simulation. 

(C1.4) Constraints and Joints: Box2d includes a variety of joints that allow to create different 

behaviours. It contains pulleys, gears, distance joints, ropes and motors. 

 

Figure  2.1 A simulation using different constraints/joints 
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2.4.1.2 Performance 

(C2.1) Real-time performance: All tests consistently kept up a 60HZ update speed with no 

drops in frame in both the high and low spec systems.  

(C2.2) Reliability: The simulation always looked believable and at no point showed signs of 

decrease response or any slow-down. 

(C2.3) System Requirements: The test ran well on both the high-spec and the low-spec 

systems. Since the low-spec system is at least 8 years old, it is reasonable to expect Box2D to run 

well on most modern systems with no trouble. 

(C2.4) Portability: Box2D is written in C++ and has been used in a variety of hardware 

platforms. It also avoids the use of any STL containers for compatibility with different platforms. 

Since there are C++ compilers for most hardware platforms, it is relatively easy to use Box2D in 

different platforms. There are also different language bindings available for the engine. 

 

Figure  2.2 Box2D Simulation with a huge amount of objects 

2.4.1.3 Ease of Use/Integration 
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(C3.1) API Reference: Box2D includes a comprehensive manual that gives an overview of all 

the features of the engine and the API for users. It also contains a large community and active 

forums where it is easy to obtain questions to queries related to the engine. 

(C3.2) Integration Options: Box2D can be integrated as a static library. 

(C3.3) Modularity: While the engine itself is divided into three main modules, it does not make 

it easy to use only one of them. It is possible to use just the engine’s collision detection for 

example, but this still requires the user to include the whole engine into their own application.  

2.4.1.4 GUI/ Test Environment 

(C4.1) Setup/ Ready to use: The test environment was its own application and was as easy to 

run as any other already compiled application. The only downside is that the TestBed application 

is only available for Windows. 

(C4.2) Tests: The test environment contains many different tests that show off the main features 

of the engine. It also contains many different options to turn on/off different features and display 

various debug features for each test. 

(C4.3) Extensibility: The test environment also contains a framework for building tests and 

compiling a new test application to run them. This is extremely beneficial as it allows a user of 

the engine to run customized test efficiently and determine if the engine will be a good fit for 

them. 
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Figure  2.3 Box2d test application with different tests listed 

2.4.1.5 Conclusion 

Box2D is a versatile engine with great performance and many advanced features. Apart from 

being one of the first open-source 2D engines available it also introduced algorithms that are 

used in other 2D engines. Box2D has been widely tested and used in a variety of games, making 

it a prime candidate for someone looking to use a 2D engine. The source-code is somewhat easy 

to follow and learn from, but the engine’s Object Oriented paradigm makes it hard sometimes to 

follow the flow of the engine and understand some of its more complex algorithms. 
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2.4.2 CHIPMUNK2D 

2.4.2.1 Features 

(C1.1) Broad-phase: Chipmunk2D supports two different approaches to its broad-phase, it 

implement a tree of axis aligned bounding boxes and also a spatial hash. The option of having 

two different paradigms in the broad-phase allows the user of the engine some freedom in 

choosing what is more appropriate for their simulation. The AABB Tree approach works much 

like the one in Box2d while the spatial hash approach allows for very quick spatial testing at the 

expense of memory usage and cache coherency for bigger worlds. 

(C1.2) Narrow-phase Collision Detection: Chipmunk allows for multiple levels of narrow-

phase collision detection, before any tests on the actual geometry of the objects is made, the 

engine allows for further filtering for special cases. Objects can be filtered by categories, groups 

or bounding boxes. The actual collision teste in Chipmunk is resolved by using a dispatch table 

to figure out what algorithm to use depending on object’s geometry. Most notably polygon to 

polygon collisions are tested by using the GJK algorithm, which is extremely fast and easy to 

implement. Chipmunk also allows to set custom collision call-backs for when certain objects do 

collide. 

(C1.3) Dynamics System: Chipmunk supports three different types of bodies, dynamic bodies, 

kinematic bodies (which are controlled by user code, not the engine) and static bodies. 

Chipmunk allows the user to specify the properties of bodies explicitly, such as setting the 

moment of inertia and density. It supports dynamic and static friction and even uses a concept 

known as surface velocities which uses per-shape velocities during friction calculations. This 

means that the simulations in Chipmunk has a very satisfying and believable feel. 

(C1.4) Constraints and Joints: The engine supports pin joints, slide joints, pivots, winches, 

gears, springs and motors. It allows the parameters of these to be changed and animated at run-

time allowing for interesting simulation opportunities such as simulating a motor that is slowly 

mal-functioning. 
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Figure  2.4 Chipmunk2D simulation of an advanced feature - polygon destruction  

2.4.2.2 Performance 

(C2.1) Real-time performance: While most tests ran well on both systems. There were some 

considerable drops in frames from 60Hz to 30 Hz in the high-spec system while running tests 

with lots of objects (> 100). In the low-spec system some of the tests completely failed with the 

system halting to an update rate of around 15Hz.   

(C2.2) Reliability: Most of the time the simulation looked believable and satisfying. However 

some of the tests did become outright unplayable due to drops in the frame rate. This could have 

possibly been caused by the test application that comes with the engine. 

 (C2.3) System Requirements: While most tests did run well on both systems, it seems that the 

engine did struggle with bigger scenes in the low-spec system. The fact that the engine has been 

used in hardware platforms such as the Sony PSP and mobile phones, which are limited in terms 

of specs, leads me to believe that the system requirements are not as high as the test application 

makes it to be. 
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(C2.4) Portability: Chipmunk is written in C the lingua franca of systems programming. This 

means that Chipmunk is highly portable and easy to compile as C++ and Objective-C. It has 

been used on portable platforms and has language bindings in many different languages such as 

Ruby and Java. 

 

Figure  2.5 Chipmunk2D simulations with lots of objects were sluggish in low-spec systems  

2.4.2.3 Ease of Use/Integration 

(C3.1) API Reference: The Chipmunk2D website contains a small manual that gives an 

overview and explains the features of the engine. While it is not completely comprehensive, it 

does serve as a good place to understand how the engine works. There is also a comprehensive 

API reference that completely covers the API interface of the engine, this reference is easy to 

navigate and is categorized by modules, classes and files. The website also contains a variety of 

tutorials and example code that helps getting started with the engine.  

(C3.2) Integration Options: Chipmunk can be used as either a static library. 
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(C3.3) Modularity: While not extremely modular by design, there is a big opportunity to use 

only the parts of the engine that the user is interested in with a bit of work. Because it is written 

in C, lots of the functionality in the engine is not tied to classes. This mean that a lot of the 

functionality is exposed to a user that takes the time to read through the source and make slight 

modifications to the components that are of interest. 

2.4.2.4 GUI/ Test Environment 

(C4.1) Setup/ Ready to use: The test application for Chipmunk2D had to be compiled from 

source. While this should not be a problem for someone who is looking to use the engine, the 

Visual Studio solution did come with a lot of compilation errors that took some time to resolve 

and finally build the application. The upside is that the application is available on multiple 

platforms. 

(C4.2) Tests: Test environment is highly interactive and contains many different tests that 

demonstrate the different features of the engine. There are the more common tests that show the 

Dynamics Systems of the engine and other test that show the Collision Systems.  

(C4.3) Extensibility: The test application does not contain a formal framework for rapidly 

adding new tests. However since the application is compiled from source, it is easy to simply 

copy and extend/customize one of the existing tests for our own purposes. 

2.4.2.5 Conclusion 

Chipmunk2D is a nice and versatile 2D engine with a variety of features that can be used and 

learned from. It has high portability and the C source code is easy to read, follow and learn from. 

2.4.3 MATTERJS 

2.4.3.1 Features 

(C1.1) Broad-phase: MatterJS implements a broad-phase approach that is divided into two 

steps. It uses an adaptive-grid broad phase system for the first part. An adaptive grid makes the 

system require very little memory, this comes with the trade-off of speed and performance. This 

kind of system does not scale very well with lots of objects.  In the second part of the broad-

phase, a mid-phase if we may, the engine uses the familiar AABB detection to further filter 

bodies that can potentially be in contact with each other. 

(C1.2) Narrow-phase Collision Detection: As is the case with Box2D, MatterJS uses the 

Separating Axis Theorem for its narrow-phase detection. This makes the collision detection very 

accurate and reusable for different shapes. MatterJS supports convex polygons and circles and 

also composite bodies. The engine also has the concept of events when collisions occur, these 

events functions much like the collision call-backs of the other two engines. 
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(C1.3) Dynamics System: MatterJS supports dynamic and static bodies. The dynamics system 

allows for setting of physical properties such as mass, area, density. It supports stable stacking 

and resting bodies, which makes for nice smooth simulations without bodies vibrating when 

resting. It also supports dynamic and static friction. One nice feature not found in many other 

engines is the ability to dilate the simulation time, making effects such as slow-motion and “fast-

forward” possible to simulate. 

(C1.4) Constraints and Joints:  The engine does not support a large variety of constraints, 

opting to implement the most common ones such as chains and ropes. 

2.4.3.2 Performance 

(C2.1) Real-time performance:  Being a web-based engine, MatterJS was run on different 

browsers instead of different computer systems. While none of the test ever hit 60Hz, most of 

them kept a steady 30Hz update rate on Google Chrome. Firefox was a different story and most 

tests struggled to hit even 30Hz, being capped at around the 24Hz line. For tests with a lot of 

objects in the scene, the frame rate dropped dramatically on both browsers. 

(C2.2) Reliability: On most tests, the simulations looked extremely believable, none of the 

browsers had any problem with actually displaying the simulation and did not crash at any point. 

 (C2.3) System Requirements: Being a web-based engine, MatterJS requires a modern browser 

that supports HTML5 canvas or WebGL. 

(C2.4) Portability: Theoretically MatterJS is able to be run on any platform that supports 

HTML5 and JavaScript, this means that it can be easily used in mobile browsers and even 

consoles as long as they have browsers with that capability. Unfortunately this also means that it 

is extremely hard to be used in platforms where these capabilities are not present, and the engine 

is not usable in native applications (unless they provide a browser engine). Being written in 

HTML5/JavaScript also makes it hard to port and very hard to create bindings to other 

languages. 
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Figure  2.6 MatterJS simulations mostly ran at a steady 30Hz 

 

2.4.3.3 Ease of Use/Integration 

(C3.1) API Reference: The documentation on the MatterJS website is not complete, however as 

the library is relatively small and easy to grasp the provided bare-bones API reference is useful 

as an introduction. Demos are also downloadable and viewable online, which helps with 

understanding how the works. 

(C3.2) Integration Options: The engine is available only as HTML5/JavaScript source to be 

usable on a website/webapp. 

(C3.3) Modularity: Like Chipmunk2D it is possible to reuse some parts of the engine by 

looking at the source. However the engine is not designed for this and does not facilitate it. 

2.4.3.4 GUI/ Test Environment 

(C4.1) Setup/ Ready to use: The test application is readily available at the MatterJS website. A 

modern web-browser with HTML5 compatibility is all that is needed. 

(C4.2) Tests: The test application contains a lot of tests that demonstrate the features of the 

engine. The test application also allows to easily modify an existing test and reset it, this allows 
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for fast iteration when testing a feature. Like Box2D, the test application also allows to toggle 

between different debug states for each test. 

(C4.3) Extensibility: All the demos source are available online and run in a web-browser, this 

makes it extremely easy to run a test on a browser and change it or extend it while getting real-

time feedback to changes. The test application itself allows for huge customization of test, 

making it possible to create new tests from the test application itself. 

 

Figure  2.7 MatterJS list of different tests. 

2.4.3.5 Conclusion 

MatterJS brings a refreshing paradigm shift by introducing a 2D engine for the web, it takes a lot 

of inspiration from Box2D (even implementing many of the same algorithms). It is a great asset 

for someone working on the web with the need for 2D rigid body simulation. The fact that it is 

implemented in HTML5/JavaScript however has some drawbacks as the engines sometimes has 

trouble keeping up with a real-time update rate. Overall it is a solid engine that has not been 

around that long, but is useful for smaller simulations on the web. 
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2.5 FEATURE MATRIX 

From the analysis and review of the engines, a feature matrix of common and most useful 

features was made. This feature matrix helps visualise where the focus points for the project 

should be implementation wise.  

Feature Box2D Chipmunk2D MatterJS 

Convex Polygons Y Y Y 

Circles Y Y Y 

Composite Bodies Y Y Y 

Collision-Call-backs Y Y Y (events) 

Friction Static/Dynamic Static/Dynamic Static/Dynamic 

Stacking/Resting 

Contacts 

Y Y Y 

Springs N Y N 

Types of Joints 6 7 2 

Broad-Phase Dynamic AABB Tree AABB Tree/ Spatial 

Hash 

Adaptive Grid 

Narrow-Phase SAT GJK (polygons) SAT 

Units MKS No Units MKS 

 

2.6 CONCLUSION 

By reviewing these three different engines, we were able to get an understanding of the 

functionality that such a system requires. We got a look at the weaknesses and strengths of these 

system and were able to factor out a number of common features that are desirable for our own 

project.  

In the next chapters we will take what we have learned in this chapter and formalize a set of 

requirements for our project.  
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CHAPTER 3  SYSTEM REQUIREMENTS 

 

3.1 INTRODUCTION 

This chapter details the functional and non-functional requirements for the Engine and the GUI 

requirements for the TestBed application. The following requirements were mostly derived from 

the set of criteria used to compare similar systems in chapter 2.  

The requirements helped drive the implementation of the project by providing a broad map of 

functionality that would be needed for the system. The following sections will introduce the 

different types of requirements and what are the requirements in that specific category. 

3.2 FUNCTIONAL REQUIREMENTS 

Functional Requirements are the capabilities that the software provides to the users, that is, 

capabilities of the software. These are specifically what the software can do. 

These requirements can be divided into three sub-categories: essential, desirable and luxury 

requirements. Essential requirements are those that are core to the system, desirable are 

requirements that the system is expected to do but are not core to the experience. Luxury 

requirements are the more esoteric requirements that describe more advanced and desirable 

behaviours for a system. 

3.2.1 ESSENTIAL FUNCTIONAL REQUIREMENTS 

FR01 – Collision Detection Systems for Simple Bounding Areas 

Description: The system must be able to perform Collision Detection on simple geometric 

shapes. By using various algorithms, the system can detect if/when these geometric shapes are  

Interpenetrating or touching.   

FR02 – Contact Points Generation (Manifold Generation) 

Description:  The system must be able to generate appropriate information for contact points 

between simple geometric shapes that are colliding. When two geometric shapes are found to be 

colliding, the system will be able to determine the following:  points of contacts, contact normal, 

penetration depth.  

FR03 – Representation of Bounding Volumes 
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Description: The system must be able to represent different types of Bounding Areas, such as 

Circles, Axis-Aligned Bounding Boxes, Oriented Bounding Boxes. 

FR04 – Representation of Non-Deformable Rigid Bodies 

Description: The software must be able to represent non-deformable rigid-bodies and their 

properties. These include mass, position, orientation, moment of inertia, velocity and angular 

velocity. 

FR05 – Represent and operate on Mathematical Vectors 

Description: The software must be able to represent conceptually and visually Mathematical 

Vectors. It must also be able to perform all the mathematical operations that these support.  

 This includes being able to do DOT and CROSS products, getting the length of a vector, getting 

the unit vector and the most common addition, subtraction and multiplication. 

FR06 – Represent and operate on Mathematical Matrices 

Description: The software must be able to represent conceptually Mathematical Matrices. 

It must also be able to perform all the mathematical operations that these support.  

This includes being able to create TRANSLATION and ROTATION matrices, transforming a  

 Vector by a matrix. Adding, subtracting and scaling a matrix. 

FR07 – Perform numerical integration using numerical methods 

Description: The software must be able to perform numerical integration by using a number of 

different Numerical methods such as Explicit Euler, Symplectic Euler, RK4. 

 

3.2.2 DESIRABLE FUNCTIONAL REQUIREMENTS 

 

FR08 – Have a spatial-partitioning system for Broad-Phase detection 

Description: The system should implement one or more spatial-partitioning systems that can be 

used for Broad-Phase collision detection.  

FR09 – Force Generator Systems 
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Description: The system should implement force-generator systems to run different kinds of 

simulations. These systems allow the software to apply different kinds of forces to all bodies in 

the system in an automated way. 

FR10 – Friction 

Description: The system should implement a Friction into the simulation of the rigid-bodies. 

Friction is one of the components of physical interaction between bodies that contributes to more 

realism of a simulation. 

 

3.2.3 LUXURY FUNCTIONAL REQUIREMENTS 

 

FR11 – Compound Bodies 

Description: The system can create bodies which are composed of multiple rigid bodies. 

 

FR12 – Serialize and save the Simulation 

Description: The system can save the state of the simulation to disk and resume it at a later time. 

 

3.3 NON FUNCTIONAL REQUIREMENTS 

Non-Functional Requirements describe how the system should behave as such Non-functional 

requirements have a big impact on the system. They impose certain constraints and conditions 

that the system should strive to adhere too.  

 

NFR01 – Portability 

The software should be designed in such a way that maximizes portability. This will allow for 

the use of the software in various environments and architectures. These include being able to 

run on Windows, MacOS and the most popular Linux distributions. 

 

NFR02 – Ease of Use 
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The software should present a clear and easy to use API. A user of the software should be able to 

use the physics engine capabilities without having to know any of its internal workings. 

 

NFR03 – Ease of Integration 

The software should be easy to integrate into an existing project that wants to make use of its 

physics capabilities or functions. 

 

NFR04 – Educational 

The software is intended to demonstrate how such a system can be implemented. As such, the 

software should be structured and written in a way that demonstrates its system clearly and 

without being too terse. 

 

NFR05 – Performance 

The software needs to have an acceptable performance for real-time simulations. Being able to 

update at a rate of 30Hz-60Hz without sacrificing its Educational component with highly terse 

and optimized algorithms.  

 

NFR06 – Minimum Requirements 

The software should be able to run on systems with low hardware specifications, while still 

maintaining an acceptable performance.  

 

3.4 GUI REQUIREMENTS 

The GUI requirements define how the test application (TestBed) for the engine should behave.  

GR01 – Ease of choice 

The TestBed should allow for users to easily choose between different tests. A list or drop down 

menu would be the most appropriate choice to allow users to switch between all tests. 

GR02 – Interactivity 
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The TestBed should allow the user to interact with objects in the simulation, users should be 

allowed to mouse pick objects, move them, place them and throw them. This allows for greater 

interactivity with the engine and allows to get a feel for how dynamic a physics engine can be. 

GR03 – Debug Parameters and Commands 

The TestBed should provide options to toggle different debug parameters, this can include being 

able to show points of contact, axis of separation, update rate, body velocities, etc. 

The TestBed should also allow for users to add new bodies to tests, and change parameters of the 

simulation, these include such things as restitution, mass of objects, gravity and more. 

GR04 – Responsive 

The TestBed should be responsive and reliable, users should know when an option has been 

selected.  

GR05 – Multiplatform 

Preferably the TestBed should be able to run on different operating systems. 

 

3.5 CONCLUSION 

This chapter detailed the functional and non-functional requirements of the software system. It 

also detailed the graphical user interface requirements of the TestBed application. These 

requirements were derived from a set of criteria used to review other engines in the previous 

chapter. 
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CHAPTER 4  SYSTEM DESIGN 

 

4.1 INTRODUCTION 

This chapter will detail the design of the physics engine. It will also detail the design of the 

“TestBed” application that is used to showcase the engine, more specifically how the physics 

engine integrates with the TestBed application. 

The chapter will cover the following topics of the design of the software: 

 Design Methodology 

 Procedural and Data-Oriented Design 

 High-Level Design View 

 Detailed Design View 

 Architecture 

 

4.2 ASSUMPTIONS ABOUT THE READER 

The author assumes the reader has a familiarity with programming terms, object-oriented and 

procedural language terminology. A familiarity of the general pipeline of a physics engine is also 

assumed, Appendix A can be referenced for a quick refresher. 

 

4.3 DESIGN METHODOLOGY 

At the earliest stage, a top-down design approach was used. Top-down design is an approach that 

requires the designer to identify the top (broad) view of a system and iteratively refine this view. 

With each iteration, the system is further decomposed and more concrete modules can be 

identified[1]. 

This approach was used at the very beginning to help identify all the main modules that the 

system would need. Broad terms such as “collision system”, “math library “and “dynamics 

system” are used at this stage. In this way we can quickly identify big components that the 

system will need, without having to think about how they interact with each other to form a 

system. 

Once these broad categories are identified, we iterate again to identify a more clear set of 

functionality that each of the previously identified broad components will need to implement. 
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At this stage we come up with concepts such as “vector operations” (for the math library) and 

“circle-circle intersection” (for the collision system). In this way we were able to quickly build a 

model of the initial necessary components for the system. 

The last stage of the design process is highly tied with the implementation of these finer 

components. Paradoxically in this last stage of design, we take a more bottom-up approach. 

While the initial top-down approach was used to “sketch-out” the functionality, when it comes to 

the actual way that all these components will be used and will interact with each other we want 

to do things in the most straightforward and natural way. Without being constrained by a rigid 

design that is conceptual at best and at worst wrong. This leads to writing the usage code first, 

that is writing the code as if the API was already implemented. In this way we create the API 

interface in the most natural way that it can be used since we are actually using it first and not 

retro-fitting the usage code to an existing design. 

Using this methodology in the development of the software means that we don’t think of 

functions and what they should do first. We write the necessary code to do what it is we need, 

once we identify areas that are being repeated and would benefit from being compressed[32] and 

pulled into functions that is when we do it.  

In this way, functionality and data naturally converge together in the way that makes more sense 

for what the system needs to achieve. In the next section we cover this procedural and data-

oriented design methodology.  

4.4 PROCEDURAL PROGRAMMING AND DATA-ORIENTED 

DESIGN 

4.4.1 PROCEDURAL PROGRAMMING OVER OOP 

Before explaining the paradigm in which this project was conceived, perhaps it is more 

important to first explain what it is not. 

One of the most popular programming paradigms at the moment is object oriented programming 

(OOP), where we break down and model the program as a set of objects who expose certain 

behavior and data. This approach usually manifests itself as a collection of classes that try and 

abstract different parts of the program into the previously described objects. While useful for 

certain applications, OOP usually leads to a rigid program structure, with monolithic unrelated 

data-structures and transforms. Because of the focus on the modelling of the problem instead of 

the actual problem, OOP can lead to abstractions that idealize the problem and hide the necessary 

data. This went against the function of this project, to provide clear and simple to follow (light 

on abstractions) physics engine. 
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 OOP has its uses for different applications, however some of the benefits that is does present 

would not have been explored in this project or can be achieved without the use of this paradigm.  

In order to keep the project simple and not incur the extra class “frame-work” that OOP would 

introduce (without being used) a procedural programming paradigm focused on data-oriented 

design was chosen. 

Procedural programming is a programming paradigm based upon the concept of procedure(or 

function) calls. The components in the engine are written with a procedural paradigm in mind, 

with a focus on the data that is relevant to the execution of the simulation. This means that there 

are no classes in the codebase, it consists primarily of data-descriptions and sets of functions that 

transform different combinations of data. In developing the engine like this, the functionality of 

the engine could evolve from the fundamental data with which the engine deals. This is what a 

data-oriented design model focuses on, building the software from the data and the required 

transformations on that data. 

4.4.2 DATA-ORIENTED DESIGN  

The tenet of data-oriented design is that the purpose of all programs, and all parts of those 

programs, is to transform data from one form to another[33]. This is another reason why a 

procedural paradigm focused on data was chosen over OOP.  

OOP usually tends to focus on code over data, abstractions are made that focus on the code and 

how it is organized, what this does is it leads to generic solutions to specific data problems. An 

example of this would be if we were using OOP to model different types of “chair” objects. We 

might have a base class “chair” and then we have classes that derive from this base class, let’s 

say we have a “physics chair” a “breakable chair” and a “static chair”.  While these are related in 

the real world, their representations in a program vary significantly because they need different 

data. By putting the focus on the code over the data we create the following problems : 

- We have a generic solution and representation for entities that need fundamentally 

different data. 

- We need to abstract away further in order to differentiate between these entities and give 

them the data and related transformations that they require. 

Both of the points above add to program complexity and have consequences in program 

performance execution. 

By following a Data-Oriented design we put the importance on the data, the only purpose of the 

code is to transform the data. For the “chair” example we can then figure out what data is needed 

for each representation, lay-out that data in the most appropriate an efficient way for our current 

platform. And then use our tool (the code) to make the necessary transformations for the problem 

we want to solve.  
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This leads to efficient solutions that are easy to follow and it leads to having the necessary data 

for specific problems. Most importantly is leads to better understanding the problem domain, 

since we have a clear view of the data that the problem deals with and the transformation that 

data requires (functions). 

Data and functions are grouped together not in classes but in the engine components, for example 

data about the broad-phase and functions that act on it are found in the collision system 

component, in the broad-phase file. Section 4.7 gives a more detailed view of these components 

and how they are organized. First we will look at these components from a high-level view. 

4.5 HIGH-LEVEL DESIGN VIEW 

4.5.1 THE PHYSICS ENGINE 

The high-level design view gives an overview of the whole engine system. 

 

Figure  4.1- Engine High-Level View 
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The Physics Engine is designed to be modular, each box in the figure 4.1 represents each of 

these modules. Each module is designed to keep dependencies to other modules to a minimum 

and can be replaced or customized according to the user’s needs. This design allows for the 

Engine to be used in different ways such as  

 

 Replace the Math Library with a custom one. 

 Use only the Collision System for geometric testing 

 Add custom data structures to the Core component 

 Use the Engine as a complete pipeline for 2D Rigid Body Simulation 

 

As shown in the figure 4.1 the Engine consists of four main components. The higher-level 

component is the Engine component, this component presents an API interface for a user that 

wants to use the Engine as a pipeline and also processes and manages this pipeline (more later). 

The Core component is where the low-level systems of the Engine live in, these include memory 

utilities and data-structures.  

The Math library contains all mathematical representations and operations that the Engine can 

perform, it is responsible for such things as vectors and matrices which need to be widely used 

by the rest of the Engine. 

The Collision System component defines geometric shapes supported, broad-phase functionality, 

and collision functions. The Dynamics System components provides the “Physics World” 

structure, definition for rigid-bodies, force generators and functionality to simulate the world. 

4.5.2 INTERACTION BETWEEN COMPONENTS 

Interaction between components was one of the design challenges for this project. In order to 

maintain minimal interdependence between the different modules, a model of data-in/data-out 

was used.  

While not a formal model, data-in/data-out simply means that a certain component expects to 

receive a certain type of data (data-in) and that same component is expected to be able to output 

a certain type of data (data-out). 

An example of this is shown in figure 4.2. 
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Figure 4.2 Data-In/Data-Out Example 

The Collision System Module expects to get certain type of data, in order to perform spatial 

queries and create pairs of possible collisions. To do this the Collison System needs the 

following: 

 Shape Information (Circle or Axis Aligned Box) 

 Position for the Shape 

The Dynamics System has the capability to output a list of all the Rigid Bodies that are currently 

in the simulation (the Physics World). These Rigid Bodies contain the exact information the 

Collision System wants as input.  All that is needed in this case is for the data from the Rigid 

Bodies to be transformed to the appropriate data to be used as input to the Collision System. 

This creates an interesting concept of an abstraction zone between components (figure 4.3). The 

abstraction zone is where we can transform data (if necessary) to the appropriate specification 

that a component requires.  

 

Figure 4.3 Abstraction Zone 



Page | 48  

 

It is this Abstraction Zone that allows users to replace the default Collision System with a custom 

one with minimal work. All that would be needed is to create a custom Collision System that 

either adheres to the current data specification of the default system or implement an Abstraction 

step to transform the data to whatever the new Collision System would require. 

This concept can be taken even further, allowing to replace or customize algorithms within the 

Collision System itself in an easy manner. The figures below demonstrate this concept. 

 

Figure 4.4 Abstraction Zone Detail 1 

 

Figure  4.6 Abstraction Zone Detail 2 
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4.5.3 MEMORY MANAGEMENT 

Memory management plays a central role in any computer system, in real-time systems such as 

games and simulations we must especially careful with the way that we deal with memory.  

A lot of consideration went into the design of how the engine deals with memory, and the 

memory management strategy that was employed was supported on the following pillars:  

 Robustness  

 Performance 

 Flexibility 

First we will detail the memory management scheme that is used in the system and then see how 

it fits into the pillars described above.  

The engine is designed to receive two chunks of memory at startup, by default the engine 

allocates this necessary memory at startup (when a world is created via the CreateWorld 

function). This is handled internally by the engine with the NATIVE_ALLOC macro, which 

call appropriate system calls depending on the platform. However a user of the engine can also 

choose to allocate the memory and pass it to the engine at startup. The diagram below shows the 

default case on a Windows system. 

 

Figure  4.7 Allocating and filling the engine_memory struct on a Win32 system 

The two chunks of memory that need to be allocated for the system are kept in the 

engine_memory struct, these are the Permanent Storage and the Transient Storage. The 

Permanent Storage is used for anything that the engines needs to persist throughout the 

simulation, the Transient Storage is for any data that is temporary (e.g. per-frame calculations). 
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Figure 4.8 The engine_memory struct, showing the two necessary chunks of memory for the engine to function 

Now that we have described the simple memory scheme for the engine, we will justify the design 

decision by taking into account the three pillars that were stated previously, Robustness, 

Performance and Flexibility. 

Robustness 

The engine needs to create space for any new object added, and it needs to maintain its internal 

state, this means allocating memory for these things. 

Every memory allocation is a failure point, when a program allocates memory using new or 

malloc there is always a possibility that the memory allocation fails (due to the system call 

failing) or even worse that we hit virtual memory and stall the system to a crawl. In a system that 

needs to run in real-time this is not acceptable.  

In the memory scheme that we are using for this engine, we centralize this failure point to a 

single memory allocation call at startup. If the memory allocation fails then the engine fails to 

start, we are immediately notified and the system does not continue. In this way we create a 

robust system, we are guaranteed that once the system starts it will run to completion. 

Performance 

By pre-allocating the necessary memory for the system we also gain in performance. When 

dealing with real-time systems we want to have a tight control on allocations, we don’t know 

when a user of the engine will need space for a new object or something else in the client 

application. Dynamically allocating memory at the wrong moment can lead to dips in the update-

rate of the system and cost us in performance. By pre-allocating the necessary memory upfront 

we can quickly serve the user of the engine with the necessary memory at no additional cost. 

Another big performance gain that this scheme give us is data-locality and cache coherency. 

When allocating memory dynamically we have no control over where the memory we are given 
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is located, this leads to heap-fragmentation and objects being located all over the place in the 

heap. In this memory scheme we basically are getting a contiguous array of memory, this leads 

to more control over the memory for the system. The fact that all our objects will be allocated in 

this contiguous array is also a big performance boost, data that is kept together in memory are 

faster to access due to the increase likelihood that data is contained in the same cache level. 

Flexibility 

The memory scheme of the engine also allows for greater flexibility to any user of the engine. A 

user of the engine can use the default implementation, hand-over memory to the engine manually 

or implement their own customized memory functions.  

4.5.4 THE PIPELINE APPROACH 

In this last high-level view section, we will take a look at how the engine is designed to be used 

as a full pipeline. In order to make use of the full 2D rigid body physics pipeline, the engine 

exposes an API interface for a user of the engine to prepare the engine for this approach. 

While the engine is designed for maximum flexibility, allowing the user to use or access any 

functionality of any component, it also exposes an API interface for the necessary functionality 

of the engine pipeline. This API interface is in place for anyone interested in using the engine at 

its most basic level, it hooks up and presents the necessary functions to set-up a simulation. More 

information about the API interface can be found in Appendix B. 

 

Figure 4.9 The API interface, hooks up into the different engine components 

The pipeline approach is designed to be easy to use, there are a number of steps to set up the 

pipeline, but once the simulation is running the user does not need to interfere, the engine takes 

care of it. 

The pipeline as presented to the user is designed to be a three step process, with an optional 

fourth step if the user wants more control. The steps are shown in the figure below. 
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Figure  4.10 The pipeline approach as seen from the user's perspective 

The above image shows the pipeline approach as seen from the user’s perspective. Most work 

from the user is in step 2, where the user is responsible to create the world. The user must also 

create the initial bodies that he wants to populate the world (more can be added dynamically 

during step 3). Step three simply consists of stepping the world by the simulation step, this is one 

function call to run the whole physics simulation. The simulation loop is usually much more 

complex in a real client application, it is in this step that the user can check for input, add bodies 

dynamically to the simulation and much more. However to actually simulate the physics world in 

this simulation loop, the client application only needs to call StepWorld.  

The pipeline approach like other systems in the engine, is designed to be easy and fast to use. 

There are a small set of explicit steps that the user needs to follow to set up the simulation and 

make it run. 

4.6 SOFTWARE ARCHITECTURE – THE TESTBED 

APPLICATION AND THE ENGINE 

The integration of the engine into the TestBed application gives an example of how the engine 

can be used in a real application that would make use of the engine. The TestBed application was 

developed with the intention of being used on different platforms, this meant that as much of the 

code of this application had to be kept as platform-independent code.  

Since the function of the TestBed application is to show off the simulation capabilities of the 

engine, it was decided to structure the TestBed as a game that is running the engine. What this 

means is that the structure of the TestBed application is divided into two parts:  
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 The platform-layer 

 The game/engine  

The platform layer is, as the name implies, the platform dependent part of the application. This is 

the interface to the native OS where the application is running. This platform-layer is responsible 

for creating a native window, allocating a buffer for drawing the graphics, and getting input from 

the operating system.  

The game/engine is the platform-independent part of the application, it is responsible to run the 

physics simulation and rendering an image of this simulation to a buffer that is provided by the 

platform-layer. The game/engine can be thought of as a service that we are providing to the 

platform, it is simulating our physics world and producing a snapshot of that world (rendering). 

It then provides the platform with this snapshot for it to be shown to the user. The figure below 

illustrates this concept. 

 

Figure  4.11 The game/engine as a service to the platform/OS 

As we can see from the image, the game/engine is called from the platform-layer from a single 

function (GameUpdateAndRender). The platform-layer only needs to have access to this 

function to get the services that the game provides. In the TestBed application in this project, the 

platform-layer simply #includes the game code (why will be explained below), but other options 

exist such as compiling the game as a dynamic library and then loading it from the platform 

layer. 

This architecture means that there can be an explicit separation between platform-dependent and 

platform-independent code. Instead of having platform-dependent code all over the program or 

all over the simulation, we have here a hard separation of the two. There is only one pipe going 

from the platform-layer into the game/engine and one pipe where the game/engine interfaces 

with the outside. This pipe where the game/engine interfaces with the outside is implicit and 

platform-independent since it is simply writing data to a byte buffer (provided by the platform-

layer). 
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Another big advantage of this software architecture is that it makes it extremely easy and flexible 

to port the TestBed to different platforms. We only need to rewrite the platform-layer for 

different platforms, this allows for each platform to provide what it needs in the most efficient 

way for each platform. The game/engine remains unchanged.  

 

 

 

Figure  4.12 Each platform-layer implements the necessary operations using the native functionality of the platform. 
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Figure  4.13 The platform-layers can be exchanged while the game/engine remains untouched. 

 

Finally the reason for why the game code in the TestBed application is simply included (another 

option would be to compile it as a dynamic library and load it in) is for faster compilation times 

in the development phase of the project. In the development of the TestBed application the 

iterative process of changing code and recompiling can be a major time waster. Due to this I 

opted to only have one compilation unit, simply including all the necessary files into the 

platform-layer file. This approach called a unity build[23] dramatically decreases the compilation 

time of the project. 
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4.6.1 LIFE CYCLE OF THE TESTBED APPLICATION 

The activity diagram gives an overview of the life cycle of the TestBed application. 

 

Figure 4.14 Activity Diagram, the TestTed application life-cycle 
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4.7 ENGINE COMPONENTS DETAILED DIAGRAMS.  

The diagrams below give an overview of the components of the engine, while reminiscent of 

class diagrams, we must keep in mind that these demonstrate components of the engine and not 

classes. 

 

Figure  4.15 Dynamics System Diagram 
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Figure  4.16 Collision System Diagram 
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Figure  4.17 Math Library Diagram 
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Figure  4.18 Core Systems Diagram 

 

4.8 CONCLUSION 

This chapter covered some of the design details of the project. The design methodology of the 

project was explained, the architecture of the software was detailed and interesting parts of the 

design were touched upon more in depth. 
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CHAPTER 5  IMPLEMENTATION 

 

5.1 INTRODUCTION 

In this chapter, we will cover the implementation details of the project. Because of the scope of 

the project and the size of the codebase, we will not cover the whole implementation. 

Instead, some more interesting implementation details will be covered. The sections of the 

codebase that will be covered were chosen either because they presented challenging technical 

details or because they involve some complex algorithm. 

As was explained in the previous chapter, the implementation followed a data-oriented design as 

such the implementation details will describe the data we are dealing with (structs) and the 

transformations that are required for that data (functions).  

As such, understanding the data for a particular implementation issue or algorithm and what 

transformations are necessary for an algorithm to function is all that is needed to understand the 

implementation. Since all the implementation is done in a procedural style, when not explicitly 

shown or mentioned by name, a function can be thought of as the transformations described in 

this section. For the complete source-code of the implementations covered in this chapter please 

refer to Appendix D. 

The implementations of the following will be covered: 

 Memory Management 

 Broad-Phase Collision Detection 

 Narrow-Phase Collision Detection 

 Contact Generation 

 Contact Resolution 

 

5.2 CODING ENVIRONMENT 

5.2.1 PROGRAMMING LANGUAGE 

The language used for the project was C++, more specifically a subset of C++ that most 

resembles C99. Apart from operator overloading in the Math Library, all of the codebase is 

purely written in C99 and with minor changes could be compiled as C99 source code. 
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C++ was chosen for being a fast, low level language that could be easily compiled on different 

platforms. 

5.2.2 EDITOR  

All of the project was produced in the GNU EMACS editor. EMACS is an extensible, 

customizable multiplatform editor. This allowed to easily work on the project on different 

platforms without having to learn a new editor. 

5.2.3 COMPILER 

The project was built using two different compilers according to the platform being tested. 

For Windows (Win32) systems, the compiler of choice was MSVC2013, for Linux (Ubuntu) and 

MacOSX the compiler of choice was Clang. Clang is a compiler front end for the C and C++ 

programming languages.  

Since no IDE was being used to build the project, a custom option was added to the EMACS 

editor to call a build file depending on the platform being used. This build file, which consisted 

simply of a batch file under Win32 or bash script for Linux/MacOS, contained the necessary 

compiler and linker options to build the project. 

 

5.2.4 EXTERNAL LIBRARIES 

The SDL media library was used to get versions of the MacOS and Linux port running without 

the need for a native platform layer being implemented.  

SDL is a multiplatform media library that allows for getting native windows created quickly. 

5.3 MEMORY MANAGEMENT 

Was as described in the previous chapter, the way that the engine handles Memory Management 

was designed in such a way as to allocate a big block of memory upfront and then handle that 

block of memory according to its needs. 

The engine uses the concept of memory_pools, as shown in the code snippet below a memory 

pool is a struct that contains the following data: 

 Size: The total size of memory that the pool uses in bytes. 

 Base: A pointer to the start of the memory pool. 

 Used: The total amount of bytes that has been used in the pool. 
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struct memory_pool 

{ 

    memory_index64 Size;  

    uint8 *Base; 

    memory_index64 Used;  

} 

A memory_pool can be initialized by calling the InitializePool(memory_pool *Pool, 

memory_index64 Size, void *Base) function, all we need to do is specify the size we want it to 

have (in bytes) and a pointer from the memory block that we allocated at the start. 

Once a memory_pool has been initialized we then have a contained block, a pool, in our big 

memory array in which we can allocated different objects. The image below shows this concept. 

 

Figure  5.1 Memory Pools give us contained block of memory in the pre-allocated memory from the OS 

Once we have initialized one of these memory pools, we can then “push” (allocate) object in 

these memory pools.  
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#define PoolPush_Struct(Pool, type) (type *)PoolPush_Size(Pool, sizeof(type)) 

#define PoolPush_Array(Pool, Count, type) (type *)PoolPush_Size(Pool, (Count)*sizeof(type)) 

inline void * 

PoolPush_Size(memory_pool *Pool, memory_index64 Size) 

{ 

    Assert((Pool->Used + Size) <= Pool->Size); 

    void *Result = Pool->Base + Pool->Used; 

    Pool->Used += Size; 

 

    return(Result); 

} 

 

The two macros in the snippet above, PoolPush_Struct and PoolPush_Array allow us to 

allocate either structs or arrays in one of these memory pools. All this function does is look at the 

requested pool and check if we have enough space. If we do, then we return a pointer from where 

the current pointer of the pool is pointing (which will be used bytes past the base pointer). This 

works as a sort of dynamic allocation system, while not having any of the performance hits that it 

takes to actually allocate memory from the operating system. The sequence below gives a little 

more insight into this scheme. 
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Figure  5.2 Memory Pool Scheme  

 

 

5.4 BROAD-PHASE COLLISION  

5.4.1 THE QUAD-TREE DATA STRUCTURE 

The broad-phase uses a Quad-Tree to partition the Physics world. A Quad-Tree is a data-

structure that divides the world into four equally sized sectors. Each of these sectors is a leaf-

node in the tree and in turn each of these nodes can be further sub-divided into four equal 

sectors. 
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Figure  5.3 Quad-Tree spatial partition 

 

The Quad Tree is implemented as a struct representing the Quad-Tree, this struct contains the 

dimensions of the world and a pointer the first node of the Tree, the root node. 

 

struct quad_tree 

{ 

    uint32 NumberOfElements; 

    v2 RootDimensions; 

    struct quad_tree_node *Root; 

}; 

The quad_tree_node struct is where most of the data-structure is implemented.  
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struct quad_tree_node 

{ 

    QuadTreeSector NodeType; 

    v2 Position;  

    quad_tree_node *Child[4]; 

 

    //Objects Here 

    int32 NumberOfObjects; 

    quad_tree_object FirstObject; 

}; 

This struct holds data on what type of node this is (BOTTOM_LEFT, BOTTOM_RIGHT, 

TOP_LEFT, TOP_RIGHT, ROOT). The position is the center of this node in world 

coordinates (e.g The center of the the world for the ROOT node). The Child array contains 

pointers to the nodes that subdivide this node. NumberOfObjects stores how many physics 

object are at this level of the data-structure (in this node). Finally we also store the first physics 

object in the node itself, while a node can contain many objects we only store the first one in the 

node itself. 

The reason for this is twofold, storing a whole array would force us to put a hard limit on how 

many objects a node could store and also take more space in the struct. Having a pointer to the 

first object would introduce an extra indirection (pointer dereference) and affect performance. 

By including the first object in the node itself we hit the middle ground between performance 

and memory usage, and we also get the added benefit of not having a hard-limit on how many 

objects can be in one single node.  

 

struct quad_tree_object 

{ 

    poly_body *Body; 

    quad_tree_object *Next; 

}; 
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 The quad_tree_object is the last piece of the Quad-Tree data structure and it contains a pointer 

to the associated physics body and a pointer to the next body in this node. In this way we can 

construct a linked-list of bodies that reside in the same node, allowing us to have a virtually 

unlimited number of bodies per node. 

The engine also implements methods to deal with the Quad-Tree these include: 

 BuildQuadTree 

 InsertIntoTree 

 RemoveFromTree 

The first two methods are fairly simple, RemoveFromTree however is more complicated as it 

involves properly freeing the memory that was being used by the removed body. This is done 

with a very simple scheme, instead of calling free or delete as would be the norm with dynamic 

allocation we make use of a free-list scheme. The engine simply keeps a static instance of a 

pointer to the kind of object that can be allocated. In this case, the engine always keeps an 

instance of a quad_tree_object called FirstFree. 

Any time that an object is removed from the Quad-Tree and its memory needs to be “freed”, we 

set its next pointer to point to the FristFree object (if any) and then replace the FristFree object 

with the current object being freed. This creates a linked-list of free objects that can later be used 

for more “dynamic” allocations. This is explained in the diagram below. 
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Figure  5.4 Free-List Memory Management 

 

5.4.2 POTENTIAL CONTACT-PAIRS GENERATION  

The reason why we have a broad-phase in the engine is to generate a list of potential bodies that 

might collide. By using the previously described Quad-Tree we can quickly create a list of 

potential pairs in the physics world. 

The contact-pair generation is extremely simple and easy to understand, while being performant 

enough to keep a real-time update rate. Each frame of the simulation we allocate some memory 

for our contacts list, from our transient storage. Recall the transient storage is memory used for 

intermediate calculations or results which are not meant to last for many frames. 
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//This is a per-frame allocator. It gets zeroed out after each frame 

    memory_pool ContactsPool; 

    InitializePool(&ContactsPool, 

                   Memory->TransientStorageSize, 

                   Memory->TransientStorage); 

      

After allocating the necessary memory for our contacts we can fill the list of contacts, the 

potential_contact_list is a struct containing the following data: 

 

struct potential_contacts_list 

{ 

    uint32 NumberOfContacts; 

    potential_contact_pair First; 

}; 

 

 

struct potential_contact_pair 

{ 

    poly_body *Body[2]; 

    potential_contact_pair *Next; 

}; 

 

Much the same as in the quad_tree_node, the potential_contacts_list keeps the first 

potential_contact_pair (First) and then uses this first pair to link to other pairs in the list (if there 

are more than one). This allows us to not have to define a hard limit for the number of pairs that 

a list can have. This list is filled by calling the GetPotentialContacts function. 



Page | 74  

 

GetPotentialContacts returns a list of potential contacts by traversing the Quad-Tree, for each 

node in the Quad-Tree it checks if there are at least two objects. If not, then that node (and any of 

its child-nodes) are eliminated from the search. If a node has at least two objects, we iterate over 

all the objects on the node and create all possible pairs with those objects 

(potential_contact_pairs).  

We keep linking these potential_contact_pairs into a linked list structure that ultimately becomes 

our potential_contact_list. 
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Figure  5.5 Quad Tree Broad-Phase Culling 

 

There was originally a worry about traversing and dereferencing all the memory locations for the 

potential pairs. This however did not become an issue because of the use of the per-frame 

allocator, since it ensures that every time the list is built we are using memory locations that are 

contiguous. This means that the potential contact pairs will be allocated next to each other in 

memory ensuring good performance and cache coherency. 
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5.5 NARROW-PHASE COLLISION DETECTION 

Narrow-phase detection is the step where the potential pairs of bodies are checked to see if they 

are actually colliding. The narrow-phase is intimately tied with the contact-generation. When two 

bodies are checked for collision there are two possible outcomes. If the bodies are not colliding 

we move on to the next pair, if the bodies are colliding we then have to create the necessary 

information for that collision (contact points, penetration). 

In this section we will cover the first part, checking if the bodies are colliding, in the next section 

we will cover the contact generation.  

The narrow-phase collision detection algorithm used for checking if two bodies are colliding is 

the Separating Axis Theorem (SAT). As is explained in section A.3.4, this theorem states that for 

any two convex objects, there either exists a line (in 2D) separating them or they are 

intersecting[22]. The SAT can definitely tell us there is no contact between objects if there is no 

overlap, however if there is an overlap we can’t be certain that the two objects collide. In order to 

make sure we have to do multiple separating axis tests and choose a set of different axis to 

confirm. If any of these tests show an overlap, then we can be sure that there is definitely an 

overlap. The key to this algorithm is too choose the right set of axes to test. 

 

Figure  5.6 SAT False Overlap 
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It turns out that in 2D this is quite an easy problem to solve, the right set of axes (which is also 

the minimum set) that we have to test are those that are normal to each edge on each body. 

The figure 5.7 shows what this means, in the case of a square body. 

 

Figure  5.7 SAT Axes to Check  

 

In the case of a square body, we can also make a pre-assumption that helps reduce the number of 

axes to test. For any square-body, there are at least two edges which will be parallel to each 

other, this will allow us to reduce the number of axis to test from four to two on each square 

body. 
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Figure  5.8 SAT Reduced Axes 

 

 

Once we figure out the set of axes we need, the test is trivial. The struct sat_axes is used to 

contain all the axes we need to test for two given objects. 

    struct sat_axes  

    {     

        //NOTE(filipe): We know we only need two per Bounding Box 

        // since we are dealing with 2D. 

        v2 Axis1; 

        v2 Axis2; 

     } 

We can then feed these axes to the following function, 

 SATAxisOverlap(poly_body *A, poly_body *B, v2 Axis) 

This function works by projecting each vertex of each body into the given axis. For each 

projection we then minimum and maximum projection of each body’s vertex along the axis. 

Once we have the minimum and maximum projections for each body, we then need to find the 

smallest of both maximum values and the biggest of both minimum values. 
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Finally the overlap amount between the two bodies along the given axis is given by 

    OverlapAmount = SmallMax - BigMin; 

If this OverlapAmount is positive that the two bodies are colliding by this amount along this 

axis, if it is negative then the two bodies are separated along the given axis.  

All we do then, is run this test for the set of SAT axis. If the OverlapAmount returned is ever 

negative then the bodies are separated, if after running all the tests the OverlapAmount is 

positive then the bodies are colliding and we can move on to the next section. The sequence 

below illustrates the algorithm for two arbitrary bodies. 

 

Figure  5.9 SAT Projecting Vertices to the Axis 



Page | 80  

 

 

Figure  5.10 SAT Sorting the Projections 
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Figure  5.11 SAT Calculating the Overlap Amount 
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Figure  5.12 SAT False Overlap Amount, Separation Axis Found  

5.6 CONTACT GENERATION 

When we find that the OverlapAmount is positive on all axes, there is no separating axis, the 

pair of bodies is colliding. We must know generate the collision or contact information for the 

next step of the physics pipeline.  

As was stated in the previous section, the contact generation and the narrow-phase collision 

check are tightly coupled. This is because a lot of the information that we need to generate the 

contact information can be derived from the narrow-phase collision check. While it is certainly 

possible to separate these two phases into distinct steps, it makes sense to make use of already 

computed quantities that the narrow-phase check produces in order to generate the contacts. 

First we need to look at the categories of contacts that we can have in two dimensions. 
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Figure  5.13 Contact Types in 2D  

We can safely ignore the third contact (Vertex-Vertex) as it rarely occurs and even when it does 

it will soon turn into a Vertex-Edge contact in a few frames. 
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Figure  5.14 Edge-Edge Contact ignored, next frame we have an Edge-Edge contact.  

Now that we know what type of contacts we must consider, the information that we need in order 

to generate the contact information is the following: 

 Contact Point(s): The point(s) where the two bodies are in contact with each other. 

 Penetration Depth: The distance that the two bodies have interpenetrated. 

 Contact Normal: The direction of the collision, also the direction which will take the 

minimum distance to separate the two bodies. 
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Figure  5.15 Collision Information 

 

This information is kept in the collision_data struct. 

struct collision_data 

{ 

    contact_data Contacts[4]; 

    real32 PenetrationDepth; 

    v2 ContactNormal; 

     

    int32 NumberOfContacts; 

}; 

This struct will be feed and transformed by the GenerateContacts funtion, which implements 

the algorithm covered below. 

We will now explain the algorithms as it would work for two square bodies. The algorithm for 

generating contacts is the following. Once we do the SAT tests, we keep the OverlapAmount 

and we also store the minimum OverlapAmount. On each test we see if the OverlapAmount is 

less than this minimum and we update the minimum OverlapAmount accordingly. 

The reason why keeping this minimum is important is because the axis on which we have the 

minimum overlap amount, is the axis on which the collision has occurred between the two 

objects. In other words, the axis with the minimum overlap amount gives us the maximum 

amount of interpenetration that is possible between the two bodies. This axis is our Contact 
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Normal and the minimum overlap amount is the Penetration Depth. This is exemplified in the 

figure below. 

 

Figure  5.16 The minimum overlap amount 

The last part of the algorithm consist of finding the contact points of the collision. First we must 

understand what kind of contact we will be dealing with (Vertex-Edge or Edge-Edge). The way 

we can do this for square bodies is by comparing their rotations, for any given square body we 

can be sure that if both bodies are oriented in the same relative way they will always produce an 

Edge-Edge collision. This means that for a square body, if one edge of one body is parallel to an 

edge on the second body, we will have an Edge-Edge collision. Otherwise we will have a 

Vertex-Edge collision.  

Here we introduce a tolerance into the comparison of the relative comparison of the two 

rotations, this is due to numerical imprecision in floating point arithmetic in current processors. 

This tolerance can be adjusted according to the user’s needs. 
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Figure  5.17 Relative Orientation between bodies.  

 

5.6.1 EDGE-EDGE CONTACT 

For the Edge-Edge Contact case we will have at least four points that we can derive, two for each 

edge. The sequence below describes the algorithm used to derive these points. 

1- First we need find the normal vector to the separating axis. 

 

Figure  5.18 Edge-Edge Contact  1 

2- We project the vertices of each shape into the Normal vector, and keep only the ones that 

are unique.  
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3- Out of all the projections, we sort them and store the two projections that are in the 

middle. These will be NormalMedProj1 and NormalMedProj2. 

 

 

Figure  5.19 Edge-Edge Contact 2 

4- We repeat steps 2 and 3 but this time using the Separating Axis. This will give us 

AxisMedProj1 and AxisMedProj2. 

 

Figure  5.20 Edge-edge Contact 3 
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5- Now we can start finding the collision points. We will loop through all the vertices in 

both objects, and find the vertex that matches the stored NormalMedProj1 and either of 

the stored axis projections (AxisMedProj1 orAxisMedProj2). 

 

Figure  5.21 Edge-Edge Contact 4 

 

6- Once we find this vertex we can easily find its opposite, by simply adding the Penetration 

Depth along the Contact Normal to this found vertex. 

 

Figure  5.22 Edge-Edge Contact 5 
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7- We now repeat steps 5 and 6, but finding the vertex that matches NormalMedProj2 and 

either AxisMedProj1 orAxisMedProj2. 

8- We now have all the collision points. 

 

Figure  5.23 Edge-Edge Contact 6 

 

 

5.6.2 VERTEX-EDGE CONTACT 

For the Vertex-Edge contact, we have two possible contact points, one for the vertex object and 

one for the edge of the other object. The algorithm that was implemented is described below. 

1- We start by checking which object the overlap axis belongs to. This will be unique to 

one of the bodies otherwise we would have an Edge-Edge collision. This object is the 

“Edge Object”. The other body is the “Vertex-Body”. 
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Figure  5.24 Vertex-Edge contact 1 

  

2- Next we derive and store a vector pointing from the Vextex Body to the Edge Body, 

VertexBody -> EdgeBody.  

 

Figure  5.25 Vertex-Edge contact 2 

  

3- After we have this vector we need to understand if it is in the general direction of the 

separating axis. A vector can be considered to be in the general direction of another 
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vector if the angle between them is less than 90 degrees. This can be done by taking 

the dot-product of one vector by another, a positive result indicates that the vectors 

are in the same general direction. A negative results means they are not. All the axis 

in this implementation are assumed to be x positive to the write and y positive going 

up. We take the dot-product and store this information telling us whether they are in 

the same general direction. 

 

Figure  5.26 Vertex-Edge contact 3 

  

 

4- Next we project the vertices of the Vertex Body onto the separating axis. 

 

5- If we found the vectors to be in the same general direction, we take the maximum 

projection on the axis. If they are not in the same general direction we take the 

minimum. We store this as AxisProj. 
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Figure  5.27 Vertex-Edge contact 4 

  

 

6- The vertex to which the AxisProj belongs to is our Vertex Point. 

 

7- Finally the Edge Point is found by translating along the negative vector Vertex-Body 

-> Edge-Body by the penetration depth. 

 

 

Figure  5.28 Vertex-Edge contact 5 
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5.7 CONTACT RESOLUTION 

The contact resolution is the last process of the pipeline, at this point we have all the contacts 

that have occurred. The contact resolution consists of two parts, first we need to calculate new 

velocities for the bodies, so that we can move them in a physically realistic way. After setting 

new velocities for the bodies, we will also correct their positions before the frame is presented so 

that no interpenetration ever occurs. 

5.7.1 VELOCITY RESOLUTION 

This stage of the contact resolution is all about finding out what the velocities of two colliding 

bodies should be after they have collided. Once we calculate this velocity, we just need to change 

each body’s velocity to be that and they will behave in a physically realistic way. 

Recall that in order to change a body’s velocity instantaneously we need to apply an impulse to 

that body. So really in this stage we what to calculate what impulse we will need to apply to each 

body, in order to change its velocity to the one we need. This section will not give a 

comprehension overview of the derivation of the formulas used, rather it will serve as a guide as 

to how they were used in the implementation. For a more comprehensive coverage please see 

[24]. 

The relative velocity between two bodies along the collision normal can be calculated as : 

                     (1) 

Where     and     is the velocity of the collision point P, on body A and body B. 

We can then relate the incoming and outgoing velocities by using Newtons Law of Restitution: 

  
          

         (2) 

Where   
   is the outgoing relative velocity 

  
   is the incoming relative velocity 

e is the coefficient of restitution, this is a scalar quantity that models the compression and impact 

of two bodies. 

n is the collision normal. 

The velocity of an arbitrary point in a body can be calculated from the linear velocity of the point 

and the angular velocity the point. 

             
       (3) 

Where     is the Velocity of a point in body A, in our case the computed collision point. 
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   is the linear velocity of body A 

   is the angular velocity of body A 

  
  is the normal of the vector from the center of body A to the point P. 

From equation (2) we can relate the initial velocities (which we know) to the outgoing velocities 

(which we don’t know). Using equation (1) we can calculate these relative velocities, all we need 

are the velocities of the collision points. We have these for the incoming velocity, we can use 

equation (3) to calculate the outgoing velocities. 

The linear part of the outgoing velocity in equation (3) is 

  
     

   
 

       (4) 

Where   
  is the outgoing velocity of body A 

  
  is the incoming velocity of body A 

j is the impulse necessary for this change in velocity 

   is the mass of body A 

n is the collision normal 

The angular part of equation (3) is 

  
     

  
  

      

  
      (5) 

Where   
  is the outgoing angular velocity 

  
  is the incoming angular velocity 

  
   is the normal of the vector from the center of body A to the point P. 

j is the impulse necessary for this change in velocity 

n is the collision normal 

   is the moment of inertia of the Body A (which depends on its shape) 

Now lets take equation (2) and replace the relative velocity with the definition in equation (1).  

(  
     

  )       (  
     

  )       (6) 

Then we take the definition from equation (3) and replace it for VAP and VBP.  
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  )  (  

     
   

  )        (7) 

Equation (7) contains four unknown quantities,   
 ,   

 ,   
  and   

 . However we can replace all 

these unknowns with the definitions that we have in equations (4) and (5). This will result in us 

having one equation with only one unknown, the impulse (J). We can then re-arrange the 

equation to find out J, a full derivation can be found in [24]. 

   
 (   )  

    

    (
 

   
 

  )   
(  

     ) 

   
(  

     ) 

  

 

 

 

We now have all the information to calculate the impulse. Once we calculate the impulse we can 

replace it into equations (4) and (5) and derive the outgoing velocities for the bodies. Taking into 

account that we need to use j for one body and –j for the other. This is arbitrarily chosen and can 

be decided depending on which body the collision normal was calculated from. 

The velocity resolution is a straightforward process, the only slightly complicated part is getting 

to the derivation of the impulse. Once we have derived the impulse once it is all a matter of 

mechanically calculating and plugging the necessary numbers. 

One downside of the method used is that it does not support friction. While the simulation still 

maintains a believable look and feel, taking friction into account would have made it even more 

physically accurate. 

5.7.2 POSITION RESOLUTION 

Once we have calculated and set new velocities for the colliding bodies, we perform a last 

correction to their position.  

This simply consists of moving each body halfway the penetration distance along the collision 

normal. Moving each body halfway was chosen because it created the best correction with a 

good feel to the simulation. This could be changed and tuned by for example moving a body 

70% and the other 30% depending on their mass or size. 
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Figure  5.29 Position Resolution  

5.8 CONCLUSION 

In this chapter we covered the implementation details of the most complex parts of the engine. 

The selected tools and technology that were used to implement the project were detailed and 

explained. 

While there were still many more aspects of the implementation of the engine that were not 

covered, for example the integration of the body’s position or how bodies are defined. These 

details are trivial and can be easily deduced by examining the source code. 
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CHAPTER 6  TESTING AND 

EVALUATION 

 

6.1 INTRODUCTION 

This chapter details the process that was used to test the implemented software. It also details a 

critical evaluation of the system taking into account the original set of requirements that were 

presented at the start of this report, this includes pointing out limitations that the project has. 

The nature of the project makes it difficult to test, the two main goals of the physics engine as a 

runtime application is to be performant and realistic. Testing for performance is easy as we have 

a hard limit (30Hz-60Hz) that we have to adhere to in order for the simulation to run smoothly in 

real-time. Testing for how realism of the simulation is more subjective and is solely based on the 

expectations of how the user perceives the physical world.  

Apart from these two core goals, other elements that were also taken into consideration were the 

portability of the software and usability for the intended purposes. 

6.2 SELECTION OF SOFTWARE AND HARDWARE 

The following software tools and hardware platforms were used to test the engine. 

6.2.1 SOFTWARE TOOLS 

Microsoft Visual Studio 2013 (VS13) 

Visual Studio was used as the primary debugger for the engine. While the engine was developed 

to be used in different operating system, the primary development and debugging platform was 

Windows. This was due to the high quality of Visual Studio as a debugger, offering quick and 

easy way to inspect the software. 

Google Test 

Google Test is a framework for writing C++ tests in a variety of platforms. This was used 

extensively for unit-testing certain aspects of the engine. 
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6.2.2 HARDWARE 

Lenovo Laptop 

Model : Lenovo Thinkpad X220  

OS : Windows 7 Professional 64-bit/ Ubuntu 

RAM: 4 GB 

CPU:  Intel i5-2520M 2GHz 

MSI Laptop 

Model : MSI G-670 

OS :  Windows 7 Home Premium 

RAM: 8 GB 

CPU: Intel i7-4700 HQ 2.4 GHz 

Apple MacBook Pro 

Model: MacBook Pro (Retina, Early 2013) 

OS : OSX Yosemite 10.10 

RAM: 8 GB 

CPU: Intel Core i5 2.6GHz 

 

6.3 BLACK-BOX TESTING 

Black-box testing is a technique of software testing that consists of examining the functionality 

of software with no knowledge of its internal workings. This kind of testing can be used to 

simulate the perspective of a user of the software, since no special knowledge of the system is 

required the tester only needs to be aware of what is expected to happen. 

Black-box testing works by feeding inputs into the system (the black-box) and then examining 

and comparing the output of that system against an expected output. 

A variety of test cases were conceived based on the specifications and requirements of the 

application. The test cases used and performed are detailed in the table below. 
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Test ID Purpose Input Expected 

Output 

Actual 

Output 

Comments 

TC01 Physical 

Movement 

Based on 

Body 

Properties. 

To test if the 

mass, 

dimensions 

of a body 

impact its 

movement 

realistically 

when a force 

is applied 

Apply same 

force to a 

body with 

mass M and 

to another 

with mass 

2M. 

Body with 

mass M 

should 

accelerate 

twice as fast 

as body with 

mass 2M. 

As expected. The same test 

was also used 

with different 

varying forces. 

A larger 

quantity of 

bodies with 

varying 

multiples of 

mass was later 

used. 

TC02 Body 

Rotation 

Affected By 

where a 

Force is 

Applied 

Take the 

same body 

and apply a 

force through 

its centre of 

mass. Move 

the body 

further away 

from the 

centre of 

mass in 

increments. 

The closer 

the force is 

applied to the 

centre of 

mass the less 

rotation the 

body should 

experience.  

As expected Bodies with 

different 

properties and 

different forces 

were later used. 

With same 

results being 

observed. 

TC03 Calculate the 

correct axis 

that is 

separating 

two bodies 

Stationary 

bodies at 

different 

positions and 

orientations. 

One body at 

the position 

of the mouse 

cursor 

(testing 

body). 

The axis 

where the 

closest 

stationary 

body and the 

testing body 

have the 

minimal 

separation is 

drawn on 

screen. 

As expected This was a very 

useful visual 

debugging tool 

when dealing 

with the 

collision 

system. The 

separating axis 

could be easily 

displayed on 

screen for an 

intuitive 

understanding 

of the scene. 

TC04 Generate and Stationary The correct As expected. Again this was 
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display the 
contact points 

between two 

bodies. 

bodies at 
different 

positions and 

orientations. 

One body at 

the position 

of the mouse 

cursor 

(testing 

body). 

contact points 
between the 

testing body 

and other 

bodies are 

generated and 

displayed on 

screen. 

useful for 
visual 

debugging. The 

test could also 

be easily 

evaluated as 

correct or 

wrong from an 

intuitive 

understanding 

of contacts 

between 

bodies. 

TC05 Collision 

Detection, be 

able to detect 

(pixel 

perfect) when 

two objects 

of different 

shapes are 

colliding 

Different 

objects in the 

scene with 

different 

shapes. One 

testing object 

at the mouse 

cursor 

position. 

Two bodies 

that are 

colliding will 

change 

colour from 

white to red. 

As expected The mouse 

cursor object 

can also change 

shape and 

rotation by 

different 

keyboard keys. 

TC06 Test whether 

objects are 

being 

inserted into 

the right 

nodes within 

the world’s 

quad tree. 

Simulation 

running, with 

a number of 

different 

objects at 

random 

positions. 

Each object 

has a unique 

id. 

Log file 

detailing 

what objects 

are in a 

specific node 

of the tree. 

Objects on 

Top Left of 

the world 

should be on 

the Top Left 

node, etc. 

As expected. This test was 

also run with 

an alternative 

visual method, 

where objects 

at a certain 

node of a tree 

would only be 

drawn if the 

mouse cursor 

was in that 

quadrant of the 

world. 

TC07 Test the 

creation of 

potential 

contact pairs. 

Simulation 

with random 

number of 

objects, at 

random 

positions and 

random 

orientations. 

A red line 

will be drawn 

between the 

centres of 

two objects 

that are 

considered 

potential 

contact pairs.  

As expected. This test was 

another one 

that was 

extremely 

easily to 

evaluate and 

was useful for 

debugging the 

project. 

TC08 Test if the Stationary When the test As expected. This test was 
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positional 
correction 

works 

correctly. 

objects 
randomly 

positioned in 

the scene. 

Test object at 

mouse 

cursor. 

object is 
pressed 

against a 

stationary 

object, the 

object should 

move slightly 

until their 

edges are 

barely 

touching. 

Objects 

should not 

change 

velocity and 

simulate. 

run in isolation 
from the 

simulation. It 

was only used 

to check if the 

positional 

correction 

system would 

separate two 

body to the 

point where 

they were not 

interpenetrating 

anymore. 

 

6.4 COMPATIBILITY TESTING 

6.4.1 METHODOLOGY 

As the projected was being implemented there was always a concern to keep it running and 

compiling on different platforms. This meant keeping the build scripts for different operating 

systems updated and at parity. The following were used for project compilation. Keeping in mind 

that the only native platform layer that was implemented was Windows, the Linux and MacOS 

versions of the platform layer used the SDL library for creating a native window so that the 

engine could be tested on different systems without having to write the three platform layers 

upfront.  

In the future though in order to have the best usage out of each platform, as far as the platform 

layer is concerned since the engine performs the same on all platforms, native platforms layers 

should be implemented for each. 

The following were used for testing and compiling the engine throughout development: 

 Windows 7 

 MacOS 10.10 

 Linux Ubuntu 

6.4.2 RESULTS 

By continually testing and compiling the engine on different systems any cross-platform 

problems were easily resolved. 
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6.5 UNIT TESTING 

Unit Testing is a software testing method where individual modules of code are tested to 

determine whether they are functioning correctly. Unit Test usually are applied to pieces of code 

where the results can be easily determined in advance. 

Due to the nature of the project, not a lot of the functionality of the engine could make use of 

unit test. The collision and dynamics systems were too complex to unit test in a reliable way. 

One module that greatly benefited from unit tests was the Math Library. Vectors, matrices, 

mathematical operations associated with them and other general operations have definable 

results that can be easily tested. 

6.5.1 METHODOLOGY 

The Google Test framework was used to create a variety of extensive tests that tested every 

implemented functionality from the Math library. From correct creation of vectors to Matrix 

addition and multiplication. 

Whenever a considerable amount of functionality was added to the Math Library, a test would be 

written and that functionality would be tested. This ensured that the Math Library was kept 

robust and bug-free. 

Some tests were also used for simpler collision detection such as determining when a point is 

inside a circle or square. 

6.5.2 RESULTS 

Several implementation errors in the Math Library were caught early due to the use of unit 

testing. Some of the more critical ones are listed below: 

 Correct “Shape” of Vectors (treating vectors as column vectors not row) for 

mathematical consistency 

 Using post-multiplication of vectors by matrices for correct results. 

 Correct creation of Translation and Rotation matrices. 

 

 

6.6 PERFORMANCE TESTING 

Performance testing is a general testing method that is used to determine the performance of a 

software system in terms of responsiveness and reliability. Performance testing can be used to 
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verify quality attributes of the system which are related to the requirements that were specified 

for that system. 

6.6.1 METHODOLOGY 

The performance tests for this project consisted of tests that were designed to strain the engine. 

While performing these tests, the main assessment for the outcome was the update rate of the 

application. 

-A steady update-rate of 60Hz (16ms per frame) was considered an excellent outcome. 

-An update-rate that maintained 60Hz but occasionally dipped to no lower than 30Hz was 

considered great. 

-A steady update-rate of at least 30Hz was considered good. 

-An update-rate of less than 30Hz was considered bad. 

The tests that were run were the following: 

- A simulation with 100 concurrent bodies. 

- A simulation with 500 concurrent bodies. 

- A simulation with 1000 concurrent bodies. 

- A simulation with 2000 concurrent bodies. 

- A simulation with 1000 concurrent bodies and 1000 stationary bodies. 

- A simulation with 1000 concurrent bodies and 2000 stationary bodies. 

 

7.6.2 RESULTS 

 

Test Result Comments 

100 Concurrent Excellent This test kept a 

steady 60Hz Update 

in all Platforms. 

500 Concurrent Good Steady rate of 30Hz 

across all Platforms. 

1000 Concurrent Good Same as above 

2000 Concurrent Less Good This test kept an 

update rate of 30Hz 

for most of the 

simulation with 

occasional dips below 
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of that. 

1000 Concurrent / 

1000 Stationary 

Good Solid 30Hz update 

rate. 

1000 Concurrent / 

2000 Stationary 

Bad This test was not able 

to hit an update rate 

of at least 30Hz. 

 

6.7 CRITICAL EVALUATION 

 

As was the case when comparing different engines in chapter 2 coming up with a very strict set 

of criteria for evaluation of such a system is a difficult problem to solve. As such the evaluation 

criteria that was used focused on the following : 

 Correct Data: For features of the system that are transforming data or creating data 

the focus was on the correct data being processed and created. 

 Performance: All evaluations took into account the real-time performance of the 

application. Parts of the system that were operational but not to real-time standard 

were considered achieved but not to an optimal standard.  

Other features included using a small user base to give feedback on the ease of use of the engine 

and the believability of the simulation. This feedback was taken into account on evaluating the 

final product. 

 

6.7.1 EVALUATION OF FUNCTIONAL REQUIREMENTS 

FR01 – Collision Detection Systems for Simple Bounding Areas 

This requirement was successfully implemented. The engine can detect collisions between 

circular bounding areas and rectangular bounding areas. 

FR02 – Contact Points Generation (Manifold Generation) 

The requirement was successfully achieved, the engine can detect and generate at most four 

contact points between two colliding bodies. 

FR03 – Representation of Bounding Volumes 

This was successfully implemented, the engine supports circular and rectangular bounding 

volumes/areas. 
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FR04 – Representation of Non-Deformable Rigid Bodies 

This requirement was achieved, the engine can represent rigid-bodies and all their properties. 

FR05 – Represent and operate on Mathematical Vectors 

This was successfully implemented, the engine contains a Math Library able to represent and 

operate on 2D, 3D and 4D vectors. 

FR06 – Represent and operate on Mathematical Matrices 

This was successfully implemented, the engine contains a Math Library able to represent and 

operate on 2x2 and 2x3 Matrices. It also contains functionality to easy build and operate on 

matrices that are useful for transformations, such as Rotation and Translation. 

FR07 – Perform numerical integration using numerical methods 

This requirement was implemented but not to a satisfactory state, the engine implements 

numerical integration by using Symplectic Euler for integration. While this works well enough 

for the simulation, other numerical methods such as RK4 and Verlet Integration should have 

been implemented. 

FR08 – Have a spatial-partitioning system for Broad-Phase detection 

This requirement was implemented successfully, a Quad Tree was implemented as the spatial 

partitioning data-structure. The Quad Tree gave us the ability to have as many objects in the 

scene as the engine could handle.  

FR09 – Force Generator Systems 

This requirement was achieved successfully, the engine implement different types of force 

generators. Forces can be applied at a particular point in a body (causing rotation) or just trough 

the centre (gravity). Other force generators systems that simulate buoyancy and bungee cords 

were also implemented but are not completely stable. 

FR10 – Friction 

This requirement was not achieved. Friction coefficients were added to the engine but never 

integrated into the pipeline. 

FR11 – Compound Bodies 

This requirement was not implemented. The engine does not support compound bodies. 

FR12 – Serialize and save the Simulation 
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This requirement was not implemented completely, while an initial serialization and writing to 

disk was implemented the engine never implemented a load functionality to resume the 

simulation. 

6.7.2 EVALUATION OF NON-FUNCTIONAL REQUIREMENTS 

NFR01 – Portability 

This requirement was met, the engine is able to be compiled and used other Windows, MacOS 

and Linux based systems. Further work on the MacOS and Linux versions should be done as 

these versions don’t implement a native platform layer. 

NFR02 – Ease of Use 

This requirement is considered as being achieved, while all the engine is available at all times to 

the user there is a simple API that allows a user of the engine to set up the world and run the 

pipeline in three steps (see section 5.3.4). 

NFR03 – Ease of Integration 

This requirement was achieved, the engine can be included as a whole into a project or can be 

linked to as a dynamic library. 

NFR04 – Educational 

This requirement was kept in mind at all times when developing the project, all of the codebase 

and algorithms were implemented in the simplest and most straightforward way in order to 

achieve this requirement. 

NFR05 – Performance 

This requirement was achieved to a satisfactory degree, while there is a limit to how performant 

the engine can be (depending on system and simulation) the engine can keep an update rate of at 

least 30Hz for most tests on most systems. 

NFR06 – Minimum Requirements 

This requirement was achieved to a satisfactory degree. See above. 

 

 

6.7.3 EVALUATION OF GUI REQUIREMENTS 

GR01 – Ease of choice 
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This requirement was not achieved. The TestBed application does not currently allow the user to 

easily switch between different preset tests. 

GR02 – Interactivity 

This requirement was implemented but not to a satisfactory level. Objects can be picked up and 

their positions changed, but the implementation is clunky and hard to use. More interactivity was 

needed for the TestBed application. 

GR03 – Debug Parameters and Commands 

This requirement was implemented but not to a satisfactory level, while the TestBed application 

is able to present different debug parameters such as: potential contact pairs, axis of separation, 

contact points. It does not present an easy graphical interface to toggle between these, at the 

moment it is all keyboard based. 

GR04 – Responsive 

This requirement was achieved. The TestBed was able to run every of the previous tests without 

stalling or becoming unresponsive. 

GR05 – Multiplatform 

This requirement was achieved, the TestBed can be run and used on Windows, MacOS and 

Linux systems with no apparent performance differences. 

 

 6.8 LIMITATIONS AND CONSTRAINTS 

This section details certain software/hardware limitations of the project. 

Simulation Rendering 

The main focus of the project was in the physics engine, with the TestBed application being 

developed as a way to showcase and test the engine. As such, the rendering capabilities of the 

TestBed are not the best they can be. Lines might looked jagged and certain features such as 

textures are not supported.  This is because the TestBed uses software rendering for all its 

simulation rendering. 

 

6.9 CONCLUSION 

In this chapter we covered the testing methods that were applied in this project. Black-box 

testing was employed to test the functional requirements of the engine. Compatibility testing was 
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used to make sure the engine could be used on different platforms. Unit testing was applied to 

make sure the Math Library was kept bug-free and robust. Different performance tests were also 

done in order to test the capabilities of the engine. 

We also detailed the hardware and software used for all the tests. 

We then evaluated the initial specified requirements for the projects against the actual 

implementation. Finally we pointed out any limitations or constraints that the final implemented 

project might have. 
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CHAPTER 

7 
 

 

 

 

 

CHAPTER 7  CONCLUSION AND 

FUTURE 

 

7.1 INTRODUCTION 
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The current project served to demonstrate the fundamental workings of a 2D rigid-body engine. 

While a lot of the initial aims of the software being implemented were achieved and the software 

is completely open source and usable for learning purposes, there are still many improvements 

that can be made to the software. Some more information can be found in the README file 

provided with the source code. 

In this chapter we will look at the findings and achievements that occurred during the making of 

this project. We will review the current project according to the criteria defined in chapter 3, the 

usefulness of the current project and look at possible future enhancements. 

7.2 APPLICATION SCREENSHOTS 

 

 

Figure  7.1 Application Screenshot Showing the Contact Points Between Different Objects 
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Figure  7.2 Application Screenshot Showing the calculated separating axis between two objects (Vertical). 

 

 

 

 

 

Figure  7.3 Application Screenshot Showing the calculated separating axis between two objects (Horizontal). 
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7.3 FINDINGS AND ACHIEVEMENTS 

In the process of creating this project we touched upon many subject areas related to Physics, 

simulations and software development. This has led to a comprehensive exploration of physics 

engines. 

This project presents many learning opportunities into real-time physics simulation and their 

inner workings, leading to a practical implementation guide. Some of the most notable findings 

while creating the project were in the area of software architecture. The following are some of 

the most valued findings and achievements during the development of the project. 

 

- Modular Architecture 

There were many iterations in order to maintain an architecture that could be modular and with a 

minimum amount of dependencies as possible. Early ideas consisted of trying to keep the 

modules completely separate and generic, this lead to an overly complex system. The last 

solution of using an abstraction-zone and the data-in/data-out model was a nice balance that 

allowed the engine to be modular to a degree without sacrificing the simplicity of the system. 

- API Design 

The project had to implement an easy to use API for end users. Learning and iterating on the API 

design led to a good understanding on how to approach this problem. Ultimately the API design 

benefited greatly from writing the usage code first as if the API was already designed, this lead 

to understanding what the actual implementation of the API should look like.  

- Multiplatform Development 

There was great care from the beginning of development to keep the engine and TestBed 

application. This led to the scheme of using the engine as a service to the OS/platform layer. 

Allowing for complete separation of platform dependent and platform independent code, with 

the platform independent code being completely contained to a single file. 

- Broad-Phase and Data-Structures 

The need for a fast Broad-Phase lead to different implementations and tests with spatial data-

structures. The balance between necessary speed and ease of implementation/readability lead to 

the use of a custom Quad-Tree implementation. 

- Narrow-Phase Collision Algorithms 

While in the process of implementing the Narrow-Phase algorithm for the engine, different 

algorithms were tested, implemented and replaced. Popular algorithms such as GJK[28] and V-



Page | 115  

 

Clip[29] were considered and GJK was tested, while extremely fast collision detection 

algorithms it was found that a lot more extra work was needed to determine the necessary 

information for the next stage of the pipeline (contact resolution). As such, the Separating Axis 

Theorem presented a good balance of performance, and flexibility in terms of the necessary 

amount of work needed for the next stage of the pipeline.  

- Iterative Testing 

A system such as the one developed in this project relies heavily on mathematical concepts of 

vectors and matrices. As such it was extremely important to keep these bug-free and fast, an 

iterative approach of unit testing these modules helped the project advance with no major issues. 

 

7.4 PROJECT USEFULNESS  

While it would take some time to fully determine the usefulness of the project, the main 

objective is to serve as a theoretical and practical introduction into a real-time physics system. As 

such the author considers that the project can serve this function as an introduction into the inner 

workings, basic algorithms and architecture of such a system. 

7.5 FUTURE ENHANCEMENTS 

There are many more features that the engine could implement, some of these are functional 

requirements that could not be achieved in time. These would significantly impact the 

quality of the simulation and the robustness of the current algorithms. 

 - Friction 

Friction would make the interactions between objects much more believable. By implementing 

dynamic and static friction, some new interactions that are not currently possible could be 

simulated such as bodies coming to a stop mid-way through a slope. 

 -Compound Bodies 

 By adding compound bodies, bodies made up of multiple shapes, the engine can have more 

broad applications. More complex bodies can be simulated in a believable way. 

 - Arbitrary Polygonal Shapes 

Support for arbitrary (convex) polygonal shapes would allow for a more variety of objects to be 

set up in the simulation. While the basic circular and rectangular bounding shapes are enough to 

cover most objects, better coverage of objects can be obtained with more custom and tailored 

polygonal shapes. 
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- Time of Impact (TOI) Collision Detection 

This feature makes the collision detection much more robust and prevents very fast-moving 

bodies from passing through other bodies. This usually happens when two bodies are not 

intersecting in one frame (t) and then are completely pass each other on the next frame (t +1), no 

collision is detected where there was one. TOI collision detection can accurately determine at 

what time two bodies would be colliding avoiding this situation completely.  

 -Different Narrow-Phase Collision Algorithms 

Other algorithms such as GJK and V-Clip could be implemented in order to present different 

options for narrow-phase collision detection. 

 - Better TestBed Application 

The TestBed application, specially the GUI features of the application was one area that ended 

up severely lacking in features by the end of the project. The TestBed could use many more 

features including the minimum GUI requirements outlined in chapter 4. 

7.6 CONCLUSION 

The Conclusion chapter defines some interesting findings and future prospects for the project. 

The application was mostly complete within the time limit with most basic functional 

requirements completely implemented. 

There are still many more features that the project can implement and the modular nature of its 

components makes it easy to continually update it. 

It maintained its original objective of serving as an educational resource into this kind of 

simulation system with a clear to follow pipeline and codebase. 
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APPENDIX A – PHYSICS AND PHYSICS 

ENGINE PRIMER 

 

A.1 INTRODUCTION 

This chapter will introduce some physics concepts that are needed to understand the rest of this 

report. 

We will start by briefly covering these concepts at a very high level, the second part of the 

chapter will present and explain the physics pipeline of a generic physics engine. If the reader is 

familiar with basic concepts from physics that they can skip the first part of this chapter and go 

straight to section A.3 below. 

A.2 PHYSICS FUNDAMENTALS 

In order to have an understanding of the engineering of a physics engine and the algorithms that 

it deals with, we must cover the fundamental physical laws that these systems are simulating. As 

the focus of this report is in the actual implementation of a physics engine, the explanations of 

these laws and formulas will not be comprehensive. For more comprehensive coverage of these 

laws please refer to [25]. 

A.2.1 NEWTON’S LAWS 

Newton’s laws are at the centre of any physical simulation of rigid bodies. The three laws are 

summarised below. 

- First Law: An object at rest will remain at rest, in the same way, an object in motion 

with no external forces acting upon it will remain in motion with constant velocity.  Only 

forces can change an object’s motion[14] 

 

- Second Law: The net force that is felt by an object is the product of its constant mass 

(assumed) and acceleration : F = ma . An object’s path of motion is determined by from 

the forces applied to it[15]. 

 

- Third Law: Every action has an equal reaction in the opposite direction. 
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A.2.2 PARTICLES 

Particles are the simplest objects that we can consider in a dynamics system. A particle can be 

considered as a positional point and a mass. As such a particle does not have a dimension and 

does not occupy an area in the world. Most of the linear movement (linear dynamics) of rigid 

bodies will be similar to the ones in particles, as such it is good to start with this simpler model 

first in order to get the concepts across. 

A.2.3 PARTICLE DYNAMICS 

For more information on the formulas derived below please refer to [25] and [26]. 

If we define the position of a particle as a function of time, p(t), we can derive its velocity and 

acceleration in the following way: 

v(t) = 
  ( )

  
     (Eq 1) 

a(t) = 
  ( )

  
  

   ( )

        (Eq 2) 

Using Newtons Second Law we can also derive a force acting on particle: 

F =     
  ( )

  
   (Eq 3) 

 

We can also derive the acceleration a particle will have once a force is applied to it: 

a = 
 

 
F    (Eq 4) 

When there are multiple forces acting on a particle, we can reduce all those forces into a single 

force by  

using D’Alembert’s Principle : 

Fnet =  ∑               (Eq 5) 

The presented equations allow us to change and update the position, velocity and acceleration of 

particles in the world given a set of forces that are applied to these particles. 

However as we have seen from the equations, forces take time to change the velocity and 

position of particles. In a simulation sometimes we want forces to act and affect particles 

immediately (in an instant). To do this, we can introduce the concept of impulses. Impulses can 

be thought of as a Force that is applied instantaneously and change the velocity of a particle. 
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Assuming we have an infinitesimal amount of time   , the equation for an impulse can be 

reduced to: 

I = F   = m   

  

A.2.4 RIGID BODIES 

A rigid body is an object that occupies an area (or volume in 3D) and whose shape does not 

change[16]. Apart from area and position, a rigid body can also contain an orientation. A rigid 

body also has a centre of mass, usually determined by the properties of the object, as a 

simplifying assumption we will consider the centre of mass to coincide with the geometrical 

centre of the shape. For more comprehensive info please refer to[27]. 

The orientation of a body in space is important for any kind of rotational dynamic. In 2D rigid 

bodies only have 1 degree of rotational freedom, as such we can represent the rotation of a rigid 

body in 2D with a scalar angle. There is no need for more robust mathematics such as the use of 

Quaternions (3D). 

 

Figure  A.1 A body in 2D only rotates on the xy Plane.  
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A.2.5 RIGID BODIES – LINEAR DYNAMICS 

Because of the simplifying assumption that the centre of mass of a rigid body is at the geometric 

centre of the shape, the linear dynamics for rigid bodies are reduced to the linear dynamics of a 

particle. 

This also allows for the complete separation, and simplification, of linear and rotational 

dynamics for rigid bodies. With a rigid body only undergoing a change of linear momentum 

when a force is acting through its centre of mass. 

A.2.6 RIGID BODIES – ROTATIONAL DYNAMICS 

When the net of the forces that are applied to a rigid body does not act through the centre of 

mass, the body will be affected by rotational dynamics 

 

Figure  A.2 A force applied off-centre will generate torque, and contribute to rotation of a body.  

When a force (or net force) is not acting through the centre, the force will develop a torque on 

the body, which will affect its angular velocity. The affect that this torque will have on this body 

depends on where the force is being applied and the resistance that the body has to spinning, the 

body’s moment of inertia. 

The moment of inertia of a body can be thought of as the rotational analog for mass. The mass of 

a body is a measure of how much a body resists linear motion. The moment of inertia of a body 

is the measure of how much a body resists rotation. In 2D the moment of inertia is a simple 

scalar that depends on the shape of an object. The moment of inertia for some common shapes in 

2D can be computed with the following formulas : 

Moment of Inertia of a Rectangle : 
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 I = 
 

  
 (     ) 

Moment of Inertia of a Circle (Disk): 

 I = 
 

 
    

 

With this brief overview and the formulae that were presented, we now have a high-level 

understanding of the physics that we will be dealing with.  

A.3 THE PIPELINE OF A GENERIC PHYSIC ENGINE 

The following section will explain the stages that make up the simulation loop of a physics 

engine. Before we go any further we must understand that different physics engines implement 

this pipeline in different ways, however most engine do go through all these stages. 

The first thing that we need to do is usually set up the physics world and the objects that are in it, 

the physics world is usually an internal concept of the engine and can be interacted by 

whatever API that the engine makes available.  

Another very important aspect of the simulation loop is the timestep. As we saw in the previous 

section most of the equations we presented for the dynamics of bodies are functions of time, this 

is the time by which our simulation is updated the timestep,     

The time between each timestep is where our simulation is run and the physics pipeline is 

executed. The physics pipeline can be summarised by the table below. Some pipelines 

might have different parts in different order, but most follow the same basic logic. 

STAGE DESCRIPTION 

Force Accumulation The net force that is applied to each body 

is calculated. 

Integration The forces and torques from the previous 

stage are used to compute accelerations. 

These accelerations are used to update 

velocities, which in turn are used to 

update the position of the bodies.  

Broadphase Collision Detection This stage is used to filter and create pairs 

of body that can potentially be in contact, 

given their updated positions. 

Narrowphase Collision Detection Each potential pair of collision is checked 

to determine if they are actually colliding. 

Collision Resolution This stage is used to correct the velocity 
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and position of objects which have been 
found to be colliding. 

 

We will now give an explanation of each stage of the pipeline in more detail. 

A.3.1 FORCE ACCUMULATION 

This stage simply consists of getting the net force that is being applied to a body. This usually 

means taking into account which forces are applied to an objects centre of mass and will be 

contribute to its linear movement and the forces that are applied off-centre which will create 

torque and lead to rotational and linear movement. 

A.3.2 INTEGRATION 

The integration stage usually consists of looking at the accumulated forces in the previous stage. 

These forces give us an acceleration for a body for the particular timestep that we are currently 

experiencing. 

Given this acceleration the use of numerical methods are then use to integrate the new object 

velocity and position. There are many numerical integration methods available and different 

engines use different solutions. Choosing what numerical method to choose usually boils down 

to a trade-off between computational complexity and accuracy of the result. Some popular 

methods used are: 

- Explicit and Implicit Euler[17]. 

- Runge-Kutta Method[18]. 

- Verlet Integration[19]. 

A.3.3 BROADPHASE COLLISION DETECTION 

Checking whether two bodies are about to collide is an easy task, however as our world grows 

and more and more objects are added to it, it becomes prohibitively expensive. The most naïve 

method is to try and check every body in the world against every other body, this method is 

considered a O(n
2
) complexity algorithm and will not do for a real-time engine.  

A better solution is to only compare objects that are relatively close in the physics world. This is 

what the broad-phase collision detection is used for, in order to optimize performance and keep 

the engine updating at a real-time speed, this stage carves the world into spatial partitions using 

appropriate data-structures. In this way, the engine can now which bodies are close to each other 

and can quickly and efficiently create pairs of potential contacts. 

Some common data-structures used in spatial-partition and in the broad-phase include: 
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-Uniform Grids: Uniform Grids are the simplest method and involve simply overlaying a grid 

on your world. This means that the world is partitioned into equal sized cells. Collision pairs can 

be easily determined by checking neighbouring cells. The drawback is that Uniform grids are 

heavily dependent on the cell size and are not flexible for lots of varying sized objects. 

 

Figure  A.3 Uniform Grid, here the body A is being checked for possible collisions (the red cells) 

  

-Quad Tree: A quad-tree is a data-structure that divides the world into four equally sized parts. 

The root node of a quad-tree is usually the centre of the world with the children nodes of the 

quad-tree representing each of the sub-divisions. A quad-tree can have multiple levels, meaning 

that the node that represents the upper-left quarter of our world can be further subdivided into 

four parts. Quad-Trees allow for more flexibility at the expense of extra memory. 
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Figure  A.4 A quad-tree divides the world into four sectors.  

Most physics engines, also implement their own specialized data-structures for broadphase 

collision. For more detail on data structures for broadphase collision please see [20] and [30]. 

A.3.4 NARROW-PHASE COLLISION DETECTION 

Once we have a list of potential pairs of collisions, we must perform more expensive tests to 

determine if these potential collisions are actual collisions. And if they are, we must then 

generate the appropriate information for the next stage in the pipeline (collision resolution). 

The tests used in narrowphase collision detection are mostly geometric algorithms, this means 

that we are taking two geometric shapes and trying to find if they are intersecting. There are a 

huge amount of algorithms that can accomplish this, here we will present one of the most widely 

used and general algorithm for narrowphase collision detection, the separating axis theorem. For 

a more comprehensive view please see[21] and [30]. 

 -Separating Axis Theorem: The separating axis theorem states that for any two convex 

objects, there either exists a line (in 2D) separating them or they are intersecting[22]. In case that 

no intersection is found the separating axis will be the perpendicular vector to the separating line. 

The figure below shows the basic idea for the separating axis theorem (SAT). Implementation 

details of the algorithm will be covered later in the report. 
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Figure  A.5 SAT Test of Bodies that are not colliding, there is no overlap between the projection of A and B  

 

Figure  A.6 In the colliding case, there is an overlap between the two projections. 

A.3.5 COLLISION RESOLUTION 

The algorithms that are used in collision detection (e.g. SAT) are usually used to also obtain the 

necessary information for the collision resolution (if objects are found to be intersecting). The 

information we need is highly dependent on the algorithms that this stage implements. But 

usually they involve the following: 

-Contact Position: The point of intersection between the two bodies. 
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-Contact Normal: The vector that indicates the collision direction. 

-Penetration Depth: How far the two bodies have interpenetrated 

This information serves as input to a contact resolver. The contact resolver’s job is modify the 

velocities, positions, rotations of the bodies in order to separated them in a physically realist 

manner. 

 

Figure  A.7 The contact information that is needed for the collision resolution stage.  

 

A.4 CONCLUSION 

In this chapter we looked briefly at the necessary physical phenomena and laws needed to 

understand the simulations that a physics engine needs to perform. We then looked at the 

pipeline of a generic physics engine in order to gain an understanding of its different stages.  

This understanding will set us up to analyse and review three different engines in the next 

chapter. 
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Figure  A.8 The complete (generic) pipeline.  
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Appendix B - API Reference for Quick-Setup 

 

This Appendix details the necessary API interface that a user of the engine would have to know 

in order to setup a simulation, add bodies to that simulation and run the simulation. 

 

B.1 SETUP THE SIMULATION 

Every simulation begins with the creation of the world object. 

physics_world World = CreateWorld(); 

The physics_world contains all the bodies in the simulation.  

CreateWorld Parameters 

CreateWorld(real32 dt); 

- dt 

The time between frames, if no dt is provided, it will default to 33.3 (30 fps). 

B.2 CREATING BODIES 

Bodies need to be created and setup with chosen properties. 

poly_body Body = MakePolyBody(V2(20, 20), 0.5, 45.0f); 

poly_body Body2 = MakePolyBody(V2(10, 10), 10); 

Body2->Transform = MakeTransformDeg(V2(20, 30), 30); 

poly_body Body3 = MakePolyBody(V2(10, 10), 300); 

             

Above we are creating two bodies with different dimensions, mass and rotation. 

We create the first body (Body) with 20 by 20 dimensions, mass of 0.5kg and an initial rotation 

of 45 degrees. This body is created at the origin of the world. 

The second body (Body2) we create with 10 by 10 dimensions, mass of 10kg and leave the 

default rotation of 0.0f. We then change the transform of the body and move it to position (20, 

20) in the world and change its rotation to 30 degrees. 
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The third body is identical to Body2, except we don’t move it from the origin and don’t change 

its rotation. 

MakePolyBody Parameters 

MakePolyBody(v2 Dimensions,real32 Mass, real32 Orientation = 0.0f, 

                         real32 LinearDamping = 0.35f,real32 AngularDamping = 0.9f); 

The MakePolyBody function has a lot more parameters that can be specified when creating a 

body. These are set to certain default values that were found to work well with the simulation. 

- Dimensions 

The dimensions of the body in meters (m). 

- Mass 

The mass of the body in kilograms (kg). 

- Orientation 

The orientation (rotation) of the body in degrees. 

- LinearDamping 

The amount of damping that will be applied to linear movement of the body. 

- AngularDamping 

The amount of damping that will be applied to the angular (rotation) movement of the 

body. 

 

B.3 ADDING BODIES TO THE SIMULATION 

After we create some bodies we need to add them to the physics world so that they can 

participate in the simulation. 

AddBodyToWorld(&World, &Body); 

//Create an array that contains Body2 and Body3 

poly_body *BodyArray[2] = {&Body2,&Body3}; 

int32 NumOfBodiesInArray = 2; 

AddBodyToWorld(&World, &BodyArray, NumOfBodiesInArray); 

 

We can add a single body with AddBodyToWorld, we pass it the physics world and the address 

of the body we want to add. To make it easier to add multiple bodies to the world the 

AddBodyToWorld can also take an array of bodies and the number of bodies in that array. We 
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demonstrated this by creating an array with pointer to Body2 and Body3 and then passing this 

array and the number of bodies in the array to the function. 

AddBodyToWorld Parameters 

AddBodyToWorld(physics_world *World, poly_body *Body, int32 NumOfBodies = 1.0f) 

- World 

The physics world to add the body to. 

-Body 

Body or an Array of Bodies to add to the world. 

 

-NumOfBodies 

This defaults to 1.0 so the user the does not have to worry when adding a single body. 

If an array of bodies is being added then this will be the number of bodies in that array. 

B.4 RUNNING THE SIMULATION 

The last step in the simple simulation pipeline is to run the simulation for a time step. 

StepWorld(World); 

That is all that is needed to run the simulation for a time step (dt). 

 StepWorld Parameters 

StepWorld(physics_world *World); 

- World 

The physics_world that we want to simulate for one time-step. 
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APPENDIX C – MATH LIBRARY 

 

This Appendix details the minimum functionality that a user would need to use the Math Library 

in the engine, not all of the functionality of the Math Library is covered however. For 

functionality that is not covered here the user is encouraged to consult the source code. 

C.1 MATH OPERATIONS 

The library implements some useful math operations 

-Square(real32 A) 

Get the square of a number. 

-DegToRadians(real32 Degrees) 

Convert from degrees to radians. 

 - SquareRoot(real32 Real32) 

 Get the square root of a number. 

 - AbsoluteValue(real32 Real32) 

 Take the absolute value of a number. 

 - Sin(real32 Angle) 

 Take the sine of an angle in radians. 

 - Cos(real32 Angle) 

 Take the cosine of an angle in radians. 

 - ArcCos(real32 Angle) 

 Take  the arcosine of an angle in radians. 

 

 

 

 



Page | 133  

 

C.2 VECTORS 

C.2.1 2D Vectors 

union v2 

{ 

    struct 

    { 

        real32 X, Y; 

    }; 

    real32 E[2]; 

}; 

A 2D vector consists of union of a struct and an array of numbers. This was done so that 

elements of the vector could be accessed by their denominations X and Y and also can be looped 

with the elements array (E). 

 - V2(real32 X, real32 Y) 

 Create a 2D vector with elements X and Y. 

 - PerpCW(v2 A) 

 Get a perpendicular vector in the clockwise direction from the vector A. 

 - PerpCCW(v2 A)  

Get a perpendicular vector in the counter -clockwise direction from the vector A. 

 - Inner(v2 A, v2 B) 

 Take the Inner Product (Dot Product) of Vector A with vector B. 

 - LenSq(v2 A) 

 Get the length squared of vector A. 

 - Len_SLOW(v2 A) 

 Get the length of the Vector A. The SLOW indicates that this function might be slow for    

performance critical code since it uses a square root in its internals. 
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 - VectorFromTo(v2 A, v2 B) 

 Get a vector that points from point A to point B. 

 - GetUnitVector(v2 A) 

 Get a unit vector with the same direction of vector A. 

 - DistanceSq(v2 A, v2 B) 

 Get the distance squared from point A to point B. 

 

Most of the same functionality is available for 3D (V3) and 4D (V4) vectors. 

C.3 MATRICES 

C.3.1 2x2 Matrices 

/* 

  --       -- 

  | E11 E12 | 

  |                | 

  | E21 E22 | 

  --       -- 

*/ 

union mat22 

{ 

    struct 

    { 

        real32 E11, E12, E21, E22; 

    }; 

    real32 E[4]; 

}; 
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For the same reason as the vectors, matrices are unions of a struct of elements and an array of 

equivalent elements. 

 - Mat22(void) 

 Make a 2x2 identity matrix. 

 - Mat22(real32 E11, real32 E12, real32 E21, real32 E22) 

 Make a 2x2 matrix with the given elements. 

 - RotationMat22Rad(real32 AngleRadian) 

 Make a transform matrix that will rotate something by AngleRadian. 

 - RotationMat22Deg(real32 AngleDegree) 

 Same as above but using degrees. 

 - AddRotationRad(mat22 A, real32 AngleRadian) 

 Add AngleRadian rotation to the 2x2 Matrix A. 

 - AddRotationDeg(mat22 A, real32 AngleDegree) 

 Same as above but using degrees. 

 - Inverse(mat22 A) 

 Get the inverse of the matrix A. 

 - Transpose(mat22 A) 

 Get the transpose of the matrix A. 

C.3.2 2x3 Matrices 

2x3 Matrices are an optimized 3x3 matrix used for homogeneous coordinates. Since the last row 

is always the same we don’t need to store it in the matrix. 

/* 

  --          -- 

  | E11 E12 E13 | 

  |                        | 

  | E21 E22 E23 | 
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  |                        | 

  | 0   0   1           |  <- These are not stored but are assumed.  

                                  For our purposes they are always 0 0 1  

  --          -- 

*/ 

 

union mat23 

{ 

    struct 

    { 

        real32 E11, E12,E13, E21, E22, E23; 

    }; 

    real32 E[6]; 

}; 

 

-Mat23(void) 

 - Mat23(real32 E11, real32 E12,real32 E13, real32 E21, real32 E22, real32 E23) 

 - RotationMat23Rad(real32 AngleRadian) 

 - RotationMat23Deg(real32 AngleDegree) 

 - AddRotationRad(mat23 A, real32 AngleRadian) 

 - AddRotationDeg(mat23 A, real32 AngleDegree) 

 - Inverse(mat23 A) 

 - TranslationMat23(real32 X, real32 Y) 

 Create a transformation matrix that will translate something by X and Y. 

 -TranslationMat23(v3 MoveVector) 
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 Create a transformation matrix that will translate something by the 3D vector          

MoveVector. 

- TranslationMat23(v2 MoveVector). 

 Create a transformation matrix that will translate something by the 2D vector          

MoveVector. 

 - AddTranslation(mat23 A, real32 X, real32 Y) 

 Add translation X and Y to the translation matrix A. 

 - AddTranslation(mat23 A, v2 MoveVector) 

 Same as above but using the 2D vector MoveVector. 

 - AddTranslation(mat23 A, v3 MoveVector) 

 Same as above but using the 3D vector MoveVector. 

 - MakeTransformRad(v2 Position, real32 OrientationRad) 

 Make a transform matrix that will translate and rotate something by Position and 

OrientationRad. 

 - MakeTransformDeg(v2 Position, real32 OrientationDeg) 

 Same as above but using degrees for the rotation. 

 - MakeTransform(mat23 A, mat23 B) 

 Make a transform matrix that combines matrix A and matrix B. 

 - MakeMat23(mat22 A) 

 Make a 2x3 matrix from the 2x2 matrix A. 

 - MakeMat22(mat23 A) 

 Make  a 2x2 matrix from the 2x3 matrix A. 
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C.4 SHAPES 

C.4.1 RECTANGLE 

struct rectangle2 

{ 

    v2 Min; 

    v2 Max; 

}; 

The rectangle shape consists of a minimum point a maximum point that define the extents of the 

rectangle. 

 - GetMinCorner(rectangle2 Rect) 

 - GetMaxCorner(rectangle2 Rect) 

 - GetCenter(rectangle2 Rect) 

 - GetWidth(rectangle2 Rect) 

 - GetHeight(rectangle2 Rect) 

 - RectMinMax(v2 Min, v2 Max) 

 Construct a rectangle from a Min and Max point. 

 - RectMinDim(v2 Min, v2 Dim) 

 Construct a rectangle from a Min point and dimensions. 

 - RectCenterHalfDim(v2 Center, v2 HalfDim) 

 Construct a rectangle from a Center point and half-dimensions. 

 - RectCenterDim(v2 Center, v2 Dim) 

 Same as above but using the full dimensions. 

 - IsInRectangle(rectangle2 Rectangle, v2 Test) 

 Check if the point Test is in the Rectangle. 
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C.4.2 CIRCLE 

struct circle2 

{ 

    v2 Center; 

    real32 Radius; 

}; 

The circle consists of a center point and a radius. 

 - CircleCenterRadius(v2 Center, real32 Radius) 

 Construct a circle from a center point and radius. 

-CircleCenterDiameter(v2 Center, real32 Diameter) 

 Same as above but using the diameter. 

 - GetCenter(circle2 Circle) 

 -GetRadius(circle2 Circle) 

 - IsInCircle(circle2 Circle, v2 Test) 

 Check the Test point is inside the Circle. 
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